
computer music



automata

Since the eighteenth century, people have been fascinated by musical automata (organs, music boxes, 
musical clocks, etc.). Charles Babbage’s “analytical engine,” a mechanical computer first conceived of 
in 1834, prompted the mathematician Lady Ada Lovelace to speculate that it could compose music.
Creating music is, of course, quite different from simply creating sound; as we have seen, electronic 
soundmaking stretches back several centuries. But creating music requires intelligence, something 
that is still outside the purview of a machine.
It is arguable whether computers will ever have intelligence, though limited models of artificial 
intelligence have been explored, some quite successfully. One model uses a computer to calculate 
possibilities very quickly; remember that in 1997 Deep Blue, the IBM supercomputer, defeated chess 
champion Gary Kasparov by calculating all possible moves (200 million per second) and choosing the 
one most likely to succeed.



early computers

During World War II, a computer was a person who did calculations, or computations. Many of these 
computers worked for the Allied war effort, calculating trajectories for various armaments or 
deciphering the codes used to transmit wireless messages. The electro-mechanical computer was a 
result of their efforts.
After the war, many applications were found for these new machines. Initially, computers were used to 
generate scores or to control simple synthesis. With the promise that the computer would become “an 
electronic brain,” composers became interested in formalizing the composition process and having the 
device generate scores (for performance by human musicians). The precision of the computer also 
suggested that it might also serve as a super instrument, and at about the same time that analogue 
synthesizers (electronic music) were being developed, computer synthesis also began.



random process

When computers became available to scientists with musical interests (they would not be available to 
musicians for many years!), programmers began trying to formalize the composition process.
Music is a highly structured language, with many rules, both implicit and explicit, governing its 
creation. So some researchers considered the possibility of determining the rules of the language and 
using a computer to create music. This possibility, of course, raised other questions: apart from the 
difficulties of formalizing the rules themselves, how would the computer actually create music?
One method is to use random procedures. Since the 1700s, composers (Mozart in his “Musical Dice 
Game,” to name a famous example) have used random processes to generate music. The composer is 
still necessary—it is the constraints applied to the random source, or the design skills of the composer, 
that ultimately determine the value of the work.
By the early 1950s, some composers were seriously exploring the use of random processes and 
chance methods within acoustic musical composition. John Cage had used aleatoric methods in an 
effort to move beyond the limitations of his own “individual taste and memory.” After much study of 
Zen Buddhism, his work more accurately reflected the instant of creation or performance. Interestingly, 
Cage never used a computer to help him with his random choices.



lejaren 
hiller

The first music composed by a calculating machine was LeJaren Hiller’s and Leonard Isaacson’s Illiac 
Suite for String Quartet, 1957. Hiller, a research scientist and chemist, began to investigate ways to 
apply a process known as stochastic modelling to musical composition. Stochastic methods had been 
successfully used for molecular modelling in chemistry for some time, and computers were the perfect 
vehicle with which to exploit such techniques.
Computers of the mid-1950s were not yet capable of sensing or producing arbitrary sounds. They 
were, however, capable of the high-speed calculations that made stochastic modelling a practical 
reality. Because Hiller worked at the University of Illinois, he had access to one of the earliest examples 
of what we would now call a supercomputer: the Illiac. Hiller’s basic idea was simple: have the 
computer generate a list of random numbers representing different musical parameters, such as 
pitches, rhythms, dynamics, and so forth, then program a set of rules by which one choice would be 
allowed to follow another.



following rules

For example, if we wish to compose a melody, we might number the pitches on a piano keyboard from 
one to eighty-eight, then (arbitrarily) set the first note to number forty. Given that first choice, the rules 
might disallow any skip greater than an octave, so if the computer chose a second note at random that 
was less than twenty-eight or greater than fifty-two, the choice would be rejected and the computer 
would have to try another, and another, until it made a choice that didn’t break any of the rules. Such a 
technique is called a Monte Carlo method, or generate and test.
The hard part of this procedure is coming up with rules that are both possible to obey and that give 
results that sound musical. Hiller’s music is interesting because it is the first use of a computer within 
music, but it is also the first failure to make interesting music with the computer, and the first 
acknowledgement of the difficulty of creating music with the computer.
Other, more successful, attempts have been made to use the computer as a compositional tool, as we 
will see later.



max mathews

In the mid-1950s, a young telecommunications engineer and amateur violinist named Max 
Mathewsbegan to investigate the possibilities of digital sound synthesis. The leap from speech 
synthesis to music synthesis was minimal; although music has a wider frequency range, it is, like 
speech, highly structured and mixes harmonic and inharmonic sounds. Mathews wrote the first sound-
synthesizing program in 1957 (Music I), turning the computer into a new kind of musical instrument 
that was capable, in principle at least, of producing any sound that could come from a loudspeaker.
While this program seemed exciting (any sound imaginable was possible . . . ), the end result was 
disappointing. F or one thing, the audio quality of 1950s digital audio technology was poor; the very 
first digital to analogue converters had extremely limited fidelity. Furthermore, although the early 
computers were capable of extremely fast calculations compared to humans, they were not fast 
enough for audio. Thousands of numbers (samples) were required for every second of audible sound, 
and because it took longer than a second to calculate that audible result, the calculations had to be 
made first and then the result somehow had to be made audible. This is considered a non-real-time 
operation: users could not hear the results of their specifications immediately.



computer sound

Furthermore, using a computer for sound was not intuitive. Unlike analogue synthesis, where a user 
could change a parameter and immediately hear a change in the sound, in a computer the physical 
description of the sounds had to be provided in advance. Therefore, the user had to resort to detailed 
psychoacoustic knowledge relating to the physical parameters of sounds and their aural effects. Even 
familiar sounds made by traditional musical instruments were not as easy to imitate as had been 
thought; early attempts to imitate sounds using descriptions from classical acoustic treatises failed.
The musical quality was extremely stilted and unnatural because the simplistic means for specifying 
the musical sound left out the performer altogether. Finally, the expectations for early computers were 
often unrealistic—who would have expected that the first musical sounds produced by a multimillion-
dollar example of our most advanced technology would sound more like a child’s first violin lesson 
than the pinnacle of musical evolution? >>Newman Guttman, The Silver Scale, 1957, This is the first 
music created by a computer; it lasts less than twenty seconds (but it took hours to calculate). Notice 
the static timbre and the attempt to achieve dynamic amplitude. An interesting point is that the pitches 
are not from equal temperament—they cannot be found on the piano. Because frequencies had to be 
specified for each note, there was no need to limit them to those found on the piano.



...daisy, daisy, give 
me your answer do...

(1961, M. Mathews) This famous work was made four years after the first crude attempts to create 
sound using a computer. Notice the attempts at timbral variation in the clarinet-like opening and the 
piano-like accompaniment. Of particular importance is the voice synthesis, the first ever. Immediately 
noticeable is the adequate representation of vowels but the poor representation of consonants, 
particularly sibilants.

You might recognize this piece from Stanley Kubrick’s 2001: A Space Odyssey. It is used when the 
memory chips are being removed from the computer HAL. With each removal comes a loss of 
memory, making HAL regress to earlier stages of intelligence until he can only sing the first song he 
ever learned: “A Bicycle Built for Two.”
Following these initial experiments, further exploration took place in locations that could afford the 
large computers necessary —mainly universities. Programs were typically written in a non-portable 
assembly language, using punched cards or paper tape. To run a single computer program often took 
a full day or more, and the results were usually disappointing, even if the computer itself worked 
properly (which was often not the case).



early methods

If the computer produced a sound, it was in the form of a large computer tape containing digital data—
numbers representing the sound. This tape then had to be carried to a separate machine specially 
designed to feed these numbers at a high speed through a digital-to-analogue converter and convert 
them into voltages. This signal could then be processed and fed into a loudspeaker. In the mid 1960s, 
computer music researchers from Princeton University would drive to Bell Labs—a 150-kilometre 
round trip—about once a week with one or two such tapes.
One such researcher recalled the following:
You always had to remember to turn on the reel-to-reel tape recorder before starting the conversion 
into sound or the whole effort might be lost if the computer tape broke.
The results typically fell into these categories:
1. silence (the most common result),
2. a long, loud noise (also a common result),
3. a patterned noise sounding nothing like expected (usually the result of a programming error), or
4. a thin, weak, pale, sickly musical sound (which happened around one try out of five).
The sounds may have been sickly and pale and the work may have been laborious and painstakingly 
slow, but these results proved that computer music existed. (F. Richard Moore,Dreams of Computer 
Music, Then and Now, http://www.jstor.org/stable/view/3681267?seq=6)



bell labs 
(1950s)

By the 1950s, the telephone had been around already for half a century, and its limits were obvious. 
Although electrical transmission of audio signals was superior to transmission through air, the further 
the signal travelled along wires, the more noise it accumulated. The noise could interfere with the 
signal to such a degree that it was no longer understandable.
With the advent of digital information, sound could be stored (and sent along telephone lines) as binary 
digits (ones and zeros). Even though noise would still accumulate, it would be far easier to translate 
the difference between a one (on) and a zero (off) than a continuously varying analogue signal. For this 
reason, Bell Labs conducted research into digital signals as well as digital synthesis, particularly 
speech synthesis. It was a far easier task to make the computer an instrument, a digital version of the 
analogue synthesizer, than to make it into a composer. Using computers for sound generation work 
began at the Bell Telephone Labs in New Jersey



1965 - 1975

By the mid-1960s, computer sound synthesis had advanced to the point where musical researchers 
could begin to address the problem of timbre. Although the idea was that any sound was possible in 
digital synthesis, it quickly became apparent that the most interesting sounds were those closest to 
acoustic instruments. Thus, an effort was made to understand traditional instrumental sounds.



jean-claude risset

Jean-Claude Risset, a physicist and composer working with Mathews at Bell Labs, investigated the 
sound of the trumpet. It had been established a century earlier that sounds differ from one another by 
the relationship of their partials. However, the exact relationship was not known since there was no 
way to analyze the sounds accurately at that time.



fourier analysis

Risset was able to take a recording of a trumpet note and break it apart using a technique known as 
Fourier analysis. Given the fundamental of a recorded note, Fourier analysis can provide the individual 
amplitudes of every partial at discrete points in time. Such an analysis is only possible using a 
computer.



spectrograph - soprano saxophone

A spectrograph of the first half-second of a soprano saxophone note. The beginning of the note is 
shown at the top: notice the low-frequency breath noise right at the start of the note before the higher 
harmonics enter. At no time is the spectrum perfectly stationary—notice that the upper harmonics (to 
the right) vary in amplitude more than the lower harmonics.
What Risset discovered was that the partials changed over the course of a note—from its onset to 
completion—quite dramatically, both in terms of amplitude and, to a lesser extent, frequency.



same note - played on a violin

The exact same note played on a violin. Notice the much greater variation in amplitude amongst all the 
harmonics. Also notice the greater number of inharmonic/noise elements, which crop up as very short 
ridges.
What this discovery proved was that it would be impossible to emulate or recreate traditional 
instrument timbres in the analogue domain. It explained why Stockhausen and other composers at the 
Cologne studio in the 1950s failed to produce instrumental representations using oscillators: there is 
simply too much information to control and specify.
Researchers also discovered that different recordings of the same note by the same performer (never 
mind different performers) displayed different details in their sounds. However, there were certain 
tendencies, or consistent relationships, between the partials, that gave the instrument its particular 
sound (in the case of the trumpet, its brass-like quality).
Naturally, it was possible to add all the separate amplitudes for every partial together to recreate the 
original sound by converting them into a single waveform, which could be sent to a digital-to-analogue 
converter. But what interested Risset and his team was using the data in new ways. For example, 
changing the values of all the samples by a relative amount would change the amplitude of the tone. 
Changing the frequencies by a relative amount would transpose the tone. In short, Risset was able to 
resynthesize a trumpet tone based upon these analyses, in the first example of analysis/resynthesis. 
>>orig. trumpet >> re-synth using additive synthesis



mutations, jean claude risset, 1969

Jean Claude Risset, Mutations (excerpt), (1969)
In this early computer music work, Risset applied the results of his research in artistic ways. He 
investigated specific ideas that could be created only with the computer. He considers Mutations an 
atttempt to compose at the very level of sound. Thus, the broken chord of the beginning is followed by 
a gonglike sound which is the chord's "shadow": harmony mutates into timbre.



music v

Mathews continued to develop his music synthesis program over ten years while he was working at 
Bell Labs, and by 1968, he had created Music V. It was the first music synthesis program written in a 
portable computer language—FORTRAN—rather than machine-specific assembly code. Therefore, the 
program could be used on similar computers in different locations. Risset’s “Mutations” was one result 
of this portability (thus, Risset’s program note that the piece was “adapted by Pierre Ruiz” and himself 
on “a dedicated computer,” rather than a Bell Labs research computer). As a public service to the new 
field of computer music, Bell Labs gave the Music V program away free, primarily to universities that 
owned suitable computer systems.
Music V was organized in a modular system of software-defined unit generators—for example, 
OSC(oscillator), AD2 (a two-input adder), and RAN (a random number generator). These units would be 
linked together in various ways to make an instrument —for example, having the outputs from 
OSC1and OSC2 added together in an AD2. Instruments could vary widely in their complexity and 
operation and consist of any number of unit generators connected in any number of ways. This 
complexity was possible—for example, adding together 500 oscillators—because the sounds were 
calculated before they could be played. Obviously, a sound produced by 500 oscillators would take 
longer to calculate than one produced by a single oscillator.



Instr 1
asig oscil 10000, 440, 1
out asig
endin

i1 0 .5 8.01
 i1 .5 . 8.03
 i1 1.0 . 8.06
 i1 1.5 . 8.08
 i1 2.0 . 8.10
 e

The instruments played discrete sounds, called notes, each note containing an instrument definition, a 
set of instructions for the instrument’s unit generators, a starting time, and duration.
Instr 1
 asig oscil 10000, 440, 1
 out asig
 endin
An example of an instrument definition. The instrument is given a number (1), the next line defines an 
audio signal (asig) using an oscillator (oscil) with an amplitude of 10,000 (out of a possible 32,765), a 
frequency of 440 Hz, and a waveform number (1), which means sine wave. The next line sends the 
signal out, which means “calculate a sample value.”
A complete listing of notes, with their instruments, their data, their starting times, and their durations, 
was called a score.
; a pentatonic scale
 i1 0 .5 8.01
 i1 .5 . 8.03
 i1 1.0 . 8.06
 i1 1.5 . 8.08
 i1 2.0 . 8.10
 e
A sample score. The first notation (i1) indicates instrument 1, the next (0) is the starting time, the next (.
5) is the duration, the last value (8.01) is the pitch, 8 being the octave, and 01, 02, and so on being the 
pitches.
Music V continued to evolve, and today it is the basis for a powerful, general-purpose music synthesis 
language, Csound (available for free for any computer platform). In fact, the two examples above are 
Csound examples.



frequency modulation (fm)

The problem with Music V (and its successors) was that it was unintuitive; composers generally like to 
hear their music as they perform and try things out as they compose. Not only was the notation 
unmusical (computer code), but also it did not operate in real time. In other words, the computer had 
to process the composer’s specifications in successive stages of calculation, which meant waiting a 
considerable length of time before hearing a sound.
Furthermore, the type of synthesis available at the time was based on either simple oscillators (such as 
sawtooth, square, and triangle waveforms), which produced extremely simple and dull sounds, or 
additive synthesis, which required the specification of copious amounts of data.
What was desperately needed within computer music was a method for creating synthetic waveforms 
that were audibly interesting (unlike fixed waveforms of analog synthesis), but simple in their 
specification (unlike additive synthesis).
Because it was being created in the digital realm, the new method did not have to be based upon 
existing models - it really could be "anything one imagined".
Similarly, because it was being calculated, rather than performed, it did not need to be able to be 
executed in real-time performance.
Frequency modultion synthesis (FM) would provide this major break-through in computer music in the 
early 1970s.



john chowning

In the late 1960s, John Chowning, working at Stanford University with Music IV, began to investigate 
new methods of synthesis. Experimenting with extreme rates of vibrato, he noticed that as he 
increased the rate and depth of a vibrato, he no longer heard it as a change in pitch but rather as a 
change in timbre. This difference could be understood by borrowing a theory from radio transmission 
called frequency modulation (FM). Even though FM radio transmission had been well understood since 
the 1930s, no one had ever thought of listening directly to the modulated waveform itself before (this 
wasn’t, in fact, the way Chowning approached it either).
FM synthesis was an important discovery because it is very simple to compute (you have only to 
modulate the frequency of one sine wave with another). The two things that are easy to control about 
FM are the modulating frequency (which corresponds to the vibrato rate) and the modulation index 
(which is the vibrato depth—the amount of modulation). It turns out that the ratio of the modulating 
and carrier frequencies determines whether the resulting timbre has a harmonic or inharmonic 
spectrum—an extremely important musical characteristic in perceptual terms. Furthermore, the 
modulation index is directly related to another perceptually important quality of sound: its bandwidth, 
or brightness.



fm examples

FM example 1 (C:M = 1:1)
FM example 2 (C:M = 1:7)
FM example 3 (C:M = 2:5)
These three examples demonstrate how the sounds change based upon the ratio of carrier (the first 
number) to modulator (the second number). In the first example, the C:M of 1:1 creates a harmonic 
sound, with most of its energy around the fundamental (220 Hz in this case). The second example is 
still harmonic, but its energy is centered around the 7th harmonic. The last example is inharmonic, or 
somewhat metalic (or bell-like, without the sharp attack) because the ratio of 2 to 5 does not produce 
harmonic overtones.

Chowning recognized the potential of his discovery—the ability to create a wide variety of sounds 
simply, without specifying a great deal of data—and patented his idea through Stanford University. In 
1978, the patent was licensed to the Yamaha Corporation, and FM later appeared on the highly 
successful MIDI keyboard, the DX series. For several years, this patent produced royalties in excess of 
any ever earned by Stanford.
 Sound Example
Yamaha DX-7 synthesizer
This example demonstrates three different, yet typical, sounds generated by the DX-7's FM synthesis. 
Notice the bell-like timbre of the electric piano sound.
Before registering his patent, Chowning published a paper on the synthesis method, revealing its 
algorithm and thereby placing it in the public domain (in a limited sense). FM synthesis thereafter 
appeared in almost all university computer music synthesis software systems (including Barry Truax’s 
famous PODX system here at SFU).
More than any other single development, the discovery of FM synthesis was responsible for the 
proliferation of computer music from universities and laboratories into studios and concerts, onto 
stages and recordings and, ultimately, into homes all over the world.



Barry Truax’s POD

Barry Truax’s electroacoustic compositions have already been presented in relation to musique 
concrète (“The Blind Man”) and soundscape composition (“Pacific Fanfare”), and will be discussed 
again in relation to granular synthesis (“Bamboo, Silk, and Stone”). Truax has also been a forerunner in 
computer music, developing his POD system in 1972 to create digital synthesis.
From the very beginning, the POD system allowed the listener to hear his or her sounds immediately 
(in real time) without the need for off-line calculation (which was not the case in even Chowning's FM 
synthesis at Stanford University). Real-time playback was an attempt to overcome one of the main 
stumbling blocks of computer music: the lack of interactivity and immediate aural feedback.
Until the mid-1980s, Truax used FM (frequency modulation) synthesis almost exclusively, creating a 
complex classification scheme to organize the timbres this method produced. He explains the system 
in detail on his web site at http://www.sfu.ca/ ~truax/fmtut.html.
Furthermore, in works such as “Arras” (1980), he also makes use of tendency masks, which allow the 
composer to set up tendencies for various musical parameters (e.g., frequency) and the computer to 
fill in the detail (based upon Poisson distribution, a statistical representation that approximates a bell 
curve).
For example, given the tendency mask below, at time “a” the computer would choose a frequency 
from between 100 and 200 Hz. As time progressed towards “b,” the range of frequencies would 
remain constant (100 Hz between the lowest and highest possible frequencies); however, the 
frequency’s offset would change (moving from the lowest possible frequency of 100 Hz at time “a” to 
500 Hz at time “b”). Thus at time “b,” the computer would choose a frequency between 500 and 600 
Hz.



“tendency mask”

A two-part tendency mask. The first mask is from time “a” to time ”b,” while the second mask is from 
time “b” to time ”c.”
The mask changes at time “b” through to “c” since both the offset and the range change. The offset 
lowers from 500 Hz to 100 Hz, while the range expands from 100 Hz (the difference between the low 
500 Hz and high 600 Hz) to 900 Hz (the difference between the low 100 Hz and high 1,000 Hz).
What hasn’t been explained is how many notes the computer chooses over the course of the two 
masks. This number is based upon a user-assigned Poisson distribution. If the user assigned a 
distribution of five, the Poisson distribution would allow for a range of values from none to over a 
dozen but with the greatest chance of five events per second.
These complexities are typical of Truax’s computer music, which is an example of computer-assisted 
composition. Truax feels that the computer should be used to control complexity, and should give 
back to the composer something more than what the composer puts in. With Truax’s tendency masks, 
the composer controls the overall shape and gesture and the computer determines the details.



arras, 1980, barry truax

But do not be fooled into believing that Truax feels the details are not important. The control over 
complexity extends into the timbral construction itself. Truax wrote the following program note 
about“Arras”:
“Arras” is a continuously evolving texture based on a fusion of harmonic and inharmonic spectra. The 
large-scale structure of the piece follows a pattern of harmonic change going from closely spaced odd 
harmonics through to widely spaced harmonics towards the end. Each harmonic timbre is paired with 
an inharmonic one with which it shares specific harmonics, and with which it overlaps after each 
twenty-five second interval. This harmonic/inharmonic structure forms a background against which 
specific events are poised: shorter events, specific high pitches which otherwise would be imbedded 
in the overall timbre, and some percussive events. However, all frequencies found in the foreground 
events are the same as those in the background texture; hence the constant ambiguity between them.
 Music Example
Barry Truax, Arras,(1980)
As with any music of great complexity, one must wonder whether the listener can discern these 
complexities or even whether such perception is important. Given the explanation above, can you 
follow the timbral progression on an abstract level, or are you drawn into the sounds themselves, 
regardless of their organization?



end of the 1970s

By the end of the 1970s, a number of factors contributed to the consolidation of these separate areas.
As Moore’s Law continued to affect computer systems (computers will double in power every year, and 
half in price every two years), digital technology began to be more affordable. By the late 1970s, 
microprocessors began to appear on analogue synthesizers, and by 1983, a system of digital 
communication was agreed upon between synthesizer manufacturers (MIDI). By the mid-1980s, most 
commercial synthesizers based on the analogue synthesizer model had become digital, in terms of 
both control and synthesis.
Thus, the distinction between the former real-time performance groups that used analogue 
synthesizers, and the computer music composers in the universities, had narrowed considerably. 
Many composers from the latter camp gladly embraced the commercial synthesizers and MIDI, with all 
its limitations, in order to explore their new possibilities. Others preferred to continue to explore non-
real-time synthesis, and to attempt to make larger computer systems make sound in real time.



charles dodge: analysis & 
resynthesis

Charles Dodge (b. 1942) has created several computer music pieces that use speech synthesis. Some 
use a method called synthesis by rule (Speech Songs, 1972), which attempts to recreate speech from 
scratch, using rules, or algorithms. Other works follow the model that Risset used in recreating 
instrumental timbres: synthesis by analysis. In these works, Dodge would analyze digitized speech, 
and manipulate and resynthesize these analyses. One famous work is his 1980 composition “Any 
Resemblance Is Purely Coincidental,” which takes a 1907 recording of operatic tenor Enrico Caruso 
and manipulates it so that it can perform new music written by Dodge.
The piece opens with a straightforward musical photograph: the beginning of Enrico Caruso’s 
recording of “I, Pagliacci.” The first transformation occurs when the orchestral accompaniment is 
digitally removed and the piano enters, playing what is essentially a reduction of the orchestral part 
beneath Caruso’s continuing voice. The voice is eventually resynthesized to sing various pitch 
transpositions of the original material. Typical of Dodge, these transformations lie on the border 
between the possible and the impossible.
Like many early pioneers of computer music, Dodge was encouraged by Max Mathews to use the 
digital-to-analogue converter at Bell Labs to listen to his work. At the time, many universities had 
computers on which composers could create the required sample data, but lacked the hardware to 
convert the numbers to sound. The research at Bell was focused on speech synthesis, and Dodge has 
stated that it was a fascinating experience to walk the halls of the labs hearing the first artificial voices. 
He found these sounds more interesting than the initial and admittedly poor attempts at computer 
music production, and requested time on the Bell computers.



“a man sitting in a 
cafeteria”, speech songs, 
1972, charles dodge

The early speech synthesis programs allowed two techniques that were not available using analogue 
methods: changing the speed of the voice without changing the pitch, or changing the pitch without 
changing the speed. The basis for these methods lies in the complexities of Fourier Analyses and the 
separation of pitch information from time data.
The result of Dodge’s experiments was Speech Songs, one of the first large-scale musical works to 
explore speech synthesis. “He Destroyed Her Image” is the fifth movement of this longer work. It is 
considered synthesis by rule, since the vocal sounds are based on synthesis algorithms and are not a 
manipulated resynthesis of a particular recording.
 Music Example
Charles Dodge, A Man Sitting In the Cafeteria, (from Speech Songs, 1972)
Dodge recognized that the extreme transformations he applied gave a cartoon-like quality to the voice. 
This result was appealing to him; it was something he felt was contemporary in the pop art of the time. 
What makes this piece a work of art, a musical composition, rather than a demonstration of a 
technique like Max Mathews's 1961 “"Bicycle Built for Two"”?



to smaller computers...

In the 1960s and through most of the 1970s, electroacoustic music was split into three camps:
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In the 1960s and through most of the 1970s, electroacoustic music was split into three camps: 
Composers often came to electroacoustic music from acoustic music, and naturally they compared 
the materials and working methods of this new music, not only with each other but also with the more 
traditional ways of working. While pen and paper may not have held an attraction for many younger 
experimental composers, the rich timbral resources of acoustic instruments could not be denied.
Each division of electroacoustic music had both benefits and drawbacks.
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Musique Concrète The fact that it used complex natural sounds was its greatest value. So far, no 
other area of electroacoustic music rivalled the timbral complexity of these sources. However, once a 
source was on tape, it was very difficult to control. The processing had improved in twenty years in 
terms of audio quality, but the techniques remained the same: filtering, speed change, reversal, and 
reverberation.
Analogue Synthesis  (Electronic Music) Analogue synthesis had also improved since the early 
experiments in Cologne, particularly in relationship to the control of complexity in real time. In other 
words, synthesizers had become performance instruments in which many parameters of a sound 
could be controlled instantaneously. However, these controls were imprecise and approximate, and 
they were notoriously unstable; oscillators, for example, had to be retuned every few minutes. 
Furthermore, the main synthesis method was subtractive, where a complex waveform, such as a 
sawtooth wave, was routed through a filter to change its harmonic content. Despite the real-time 
versatility, the aural results were quite simple and most often dull.
Computer music offered seemingly unlimited complexity, but the practical reality proved much 
different. First, there was an admitted lack of understanding of the nature of sound. The complexity of 
even the simplest of sounds soon became apparent. Next, there were only limited synthesis methods 
that either required enormous amounts of data (additive synthesis) or were not representative of 
natural sound (FM). The non-real-time nature of computer music further limited its attraction, as did the 
fact that only a few institutions could afford it



granular synthesis

Another type of synthesis that could be explored only on large computer systems was granular 
synthesis. Like FM, it uses a conceptual model for synthesis rather than attempting to recreate a 
physical sound through resynthesis.
The concept was first proposed in 1947 by British physicist Dennis Gabor, who considered a grain of 
sound as a potential building block for audio. These grains were below the psychoacoustic limit of 
event perception—fifty milliseconds—so that whatever audio information was contained in a single 
grain was heard simply as a click. The combination of these grains in massive quantities, potentially 
thousands per second, was to lead to new sounds.
The concept is quite simple: a grain consists of audio data of a specific frequency. Each grain, usually 
between ten and forty milliseconds, has a specific envelope and duration. Just as most synthesizers 
can play multiple voices—more than a single note at once—granular synthesis also requires separate 
voices. If a single grain is ten milliseconds long and has a delay of five milliseconds before the next 
grain, only sixty-six grains could occur per second (1,000 divided by 15). But if another grain stream is 
calculating grains simultaneously, twenty-five voices would allow more than 1,600 grains per second. 
The content of the grain may be anything: sine waves, complex waves, noise, or recorded samples.
The advent of digital synthesis made research into granular synthesis possible. Attempts were made in 
the 1970s to use the standard Music 5 language to explore granular synthesis, but it proved unwieldy. 
Music 5 requires a score in which every event is specified in detail, while granular synthesis requires 
hundreds, if not thousands, of events per second. It wasn’t until the mid-1980s, when Barry Truax 
created a method of real-time granular synthesis, that the method became usable by composers.



gsamp program (truax)

In Truax’s system, the computer sent event data to a separate, special-purpose digital synthesizer that 
created the sounds. But instead of specifying each event (there were thousands per second), the 
computer specified ranges from which parameters could be chosen. For example, the frequency of a 
grain could be between 500 and 510 Hz, the amplitude between 10,000 and 15,000, the duration 
between thirty and forty milliseconds, and the time between grains from ten to twenty milliseconds. 
This method allowed the calculation of individual grains to occur in the specially programmed 
synthesizer, while the computer controlled higher-level compositional functions (such as when to 
change parameters).
Traux’s 1986 work “Riverrun” explored the use of FM synthesis to create the grains. All of his later 
granular works use sampled sound as the basis for granulation. What became apparent was the ability 
to stretch the sound, a technique Truax calls “time stretching.” The basis for the technique relies on 
the ability of granular synthesis to choose a grain from the sampled sound arbitrarily. In other words, 
given a one-second digital recording, the first forty-millisecond grain could take the audio data from 
time zero to time forty. The next grain, however, can take its forty-millisecond grain from time forty to 
time eighty or from anywhere else (such as time five to time forty-five). In the former case, grains 
placed end to end will result in a sound very much like the original recording; however, in the latter 
case, the overlapping of the grains will stretch the sound, because the playback sampling rate is 
maintained (and so no pitch transposition occurs), but the time it takes to play through the material is 
much greater.
Truax states that:
the duration of the sound is usually much longer by anywhere from a doubling to a factor of several 
hundred times. This effect is used not merely to create drones, but to allow the inner timbral character 
of the sound to emerge and be observed, as if under a microscope.



gsamp program examples

original
granulated
The phrase "a history", and a granulation of that same word. The time stretching occurs at a rate of 
about twenty-four to one, or twenty-four times as long as the original. Notice that the pitch is retained.
“Bamboo, Silk, and Stone,” a granular work by Truax from 1994, uses source material of 
improvisations upon:
Balinese suling gambuh
Chinese guzheng
Korean hun
Gongs and tamtams.
The tape part is designed to preserve and amplify typical improvisational gestures used by the 
performer, sometimes stretching them in time to discover their inner complexity.
 Music Example
Barry Truax, Bamboo, Silk, and Stone, (1994)
This work is designed for a live instrumental performer (Vancouver multi-instrumentalist Randy-Raine 
Reusch) and tape; the live performer is improvising to the granulated sounds that originated from his 
own playing. Truax uses the established dynamic in which the live performer is the foreground focus 
and the tape provides the longer background gestures. Listen to the background gestures, and notice 
how static they actually are. How does Truax create different sections to this work?



linear predictive coding

Various methods of time stretching are available, all of them based on analysis and resynthesis of 
some sort. Another method results from research by telephone companies: linear predictive coding 
(LPC). In an effort to create a voice compression system, researchers created a method of analysis 
that reduces sound to a spectral envelope (the changing resonator—the vocal cavity, for example), a 
small bit of other data, and an excitation source (e.g., the vocal cords). These researchers were trying 
to make it possible for more digital signals to pass along telephone lines.
Once a complex signal has been reduced to a series of envelopes (changing values over time), it 
becomes possible to either alter these numbers or substitute numbers from other sound analyses.



paul lansky

The composer most closely associated with musical applications of linear predictive coding is Paul 
Lansky. He uses everyday speech and ambient noise as sources for his LPC, emphasizing the inherent 
beauty and communicative values of everyday life. His “Six Fantasies on a Poem by Thomas 
Campion,” composed in 1978, uses a single reading by his wife, Hannah MacKay. It highlights different 
aspects of her speech, including its contour, vowels, resonance, articulation, and consonants, in a way 
that “explicates the implicit music within.” Lansky suggests that the music of the work is the text itself, 
that the sound world he has created resides within the text, and that he has merely brought it to the 
fore.
 Music Examples
Paul Lansky, Her Song, (1978)
Paul Lansky, Idle Chatter Junior,(1999)
Lansky’s work displays a unique aspect of computer music: the “wow” factor. He has created a type of 
signal processing that makes the listener say “wow” when he or she first hears it. The trick, of course, 
is not to rely upon the technology but to create an artwork that is more than a demonstration of a 
complex programming algorithm. How does Lansky create this factor?
More examples by Paul Lansky can be found here.



jean claude risset

Jean-Claude Risset was one of the first composers of computer music, and created early 
masterpieces in the field. With these early works, as well as with his more recent ones, his goal was to 
compose sound rather than to compose with sound. He wanted to bridge the gap between the 
perceived lack of control presented by musique concrète techniques and the elementary sounds of 
electronic music at that time.
Risset became the head of the computer music department of France’s electroacoustic music centre, 
IRCAM, in 1975. His particular interest at this time was in establishing a controlled relationship 
between live instruments and synthetic sound (or manipulations of recorded sound). His concept can 
be related to the traditional concerto for soloist and orchestra: complex relationships between the two 
had developed in the genre, and Risset wanted to adapt them to computer music. A less complex 
comparison could be drawn between the more standard live performer with accompanying tape and 
the traditional chamber music soloist with piano accompaniment



“sud” 1985, jean claude risset

One characteristic of Risset’s music, which dates back to his earliest computer music works, is the 
emphasis on creating musical relationships between the sounds rather than wild sound images (which 
seemed to be a tendency in computer music). An example is his 1985 work Sud. In this piece, the 
sounds of nature are contrasted with pure synthesis. Sud has become a classic computer music work, 
combining digital signal processing of sampled sound with computer synthesis.
Risset imbues one sound with the characteristics of another through filtering, modulation, and 
hybridization, which is the combining of two or more different sounds through complex mixing. The 
sounds of the sea, birds, wood, and metal, as well as gestures played on the piano or synthesized by 
computer, form the basic material from which grow a proliferation of new sounds.
One important difference between much of Risset’s work and that of other electroacoustic composers 
is the importance he assigns to pitch. For example, in “Sud,” he chooses a number of special pitches 
that recur throughout the work in the form of synthetic sounds, and that recur later in the colouring of 
natural sound through resonant filters.
 Music Example
Jean Claude Risset, Sud, (1985)
This is the second movement of the work; the first movement contains extended presentations of 
natural sounds followed by computer synthesis. This movement begins with the two interacting. 
Notice how Risset works with a continuum of natural sound by moving through processed natural 
sound to computer synthesis. Does this continuum make the work seem more natural?



digital concrete

With more powerful and affordable computer systems appearing in the 1980s, composers of 
electroacoustic music could combine the formerly disparate elements of EA.
Composers of musique concrète, formerly limited to analogue technologies, began to use software for 
digital signal processing. Hardware signal processors, which were costly and sometimes noisy, began 
to be replaced by software versions. By the early 1990s, magnetic tape recorders began to be 
replaced with either digital tape recorders (Alesis ADAT, Tascam DA-88) or software (ProTools).
Analogue synthesizers had been replaced by digital versions by the early 1980s, and MIDI became the 
standard for connecting and controlling musical devices in performance. Many signal processors, also 
digital by the mid-1980s, included MIDI connections, allowing performers to store patch settings and 
change these patches remotely.
Computer music became more accessible to composers as more powerful computers became more 
available. Certain types of synthesis—such as FM, which was formerly possible only on large 
computers—became available on commercial synthesizers (the Yamaha DX-7 used FM synthesis).



michael mcnabb

Michael McNabb is a composer/researcher working at CCRMA, Stanford University’s centre for 
computer music research. His 1978 work “Dreamsong” is a classic in the field because of its careful 
blend of synthesized sounds and recorded natural sounds that have been digitally processed or 
resynthesized. Like Risset in “Sud,” McNabb creates a continuum ranging from unaltered natural 
sounds to entirely new sounds (or, as McNabb suggests, from the real world to the world of the 
imagination).
McNabb divides the sound elements in the work into five categories: simple FM, complex FM (both 
developed by John Chowning at Stanford University only a few years earlier); sung vocal processing 
and resynthesis; additive synthesis; and processed crowd sounds and speech. It is this wide variety of 
methods, together with the detailed handling of the material, that make “Dreamsong” successful.
“Dreamsong” is unique in its dynamic shifting from the synthetic to the real or real to synthetic. Rather 
than simply placing natural sounds against synthesized textures, McNabb morphs one into the other, 
creating a dream world of imagined sounds.
 Music Example
Michael McNabb's music can be found here, including extended excerpts in streaming audio 
ofDreamsong, (1978)



hans tutschuku & ircam

Tutschuku is a part of a younger generation of computer music composers. He studied with 
Stockhausen in the 1980s, and worked at France's main computer music facility, IRCAM. However, he 
also studied with Jonty Harrison, and inherited his love of acousmatic music. He currently teaches 
composition at Harvard University.
 Music Example
Hans Tutschuku, extrémités lointaines, (1998)
Tutschuku says this about his work:
extrémités lointaines uses recordings made during a four-week concert tour in south-east Asia, in the 
summer of 1997. I recorded the sounds of large cities, the music of churches and temples, and the 
songs of children. extrémités lointaines integrates vocal and instrumental sounds, while maintaining 
the cultural context and sound environment of these sources.



interactive systems, 
improvisation, 

composition tools

Many composers in the twentieth and twenty-first centuries have been interested in the use of 
improvisation within contemporary art music. Improvisation implies that the music performed is in 
some way created during the performance itself. 
The use of the computer as an improvising tool seems, at first, contradictory. Improvisation implies 
creating something on the spot, while computers can only execute pre-defined actions. However, as 
an extension of musical automation, or, more specifically, the use of the computer as a compositional 
tool, it seems more feasible.
In such cases, the computer is pre-programmed to react in some way to performance information. As 
will be discussed in the next unit, several developments in the last twenty-five years allowed for the 
creation of computer music that composes and reacts in performance. These include the development 
of affordable synthesizers, the creation of MIDI, and the development of the personal computer.
The interactive music of two Canadian composers (and more specifically two SFU composers!) will be 
discussed now.



arne eigenfeldt

As is the case with many composers, my pursuits in electroacoustic result from my particular 
background and the influence of the teachers with whom I studied. Since I was originally a jazz bass 
player, improvisation has always been of interest to me; however, when it is mixed with the rigorous 
compositional training of the European tradition, the need for structure becomes equally strong.
I can point to specific concepts that my teachers have instilled in me and which surface in my music: 
Barry Truax’s use of the computer to control complexity while making the computer itself more than a 
simple performance tool (such as a sequencer); and Martin Bartlett’s interest in real-time computer 
systems, with added need for structure and control and a demand for musicality in the resulting 
system.
With no mathematical or scientific knowledge (beyond grade ten) and only limited training in 
programming, I began to explore interactive computer systems in 1985. In 1986, I found that the Atari 
ST’s inclusion of a MIDI port, coupled with some experimental software drivers written in FORTH, 
allowed me to actively pursue improvisational and accompaniment systems. I found the early results 
exciting. The computer was creating music I did not actually specify—it was improvising in response 
to a live performer. Unfortunately, the conceptual excitement of the computer listening and responding 
to a live musician overshadowed the lack of musicality that was all too often apparent in the results.
In those years, composers still had to program their systems from the bottom up, writing not only the 
MIDI drivers and timing codes but also the data structures and user interfaces as well. In 1990, the 
release of MAX changed much of that; it was a high-level music language that allowed users to focus 
immediately on musical results. MAX was based in MIDI, and although I found the immediate 
interaction stimulating, the limits of using a commercial synthesizer were, for me, so prohibitive that I 
did not produce any electroacoustic music between 1991 and 1999.
By the late 1990s, Apple’s G3 computers had become fast enough to allow for real-time synthesis. 
David Zicarelli, the creator of MAX, released MAX/MSP, a real-time signal-processing language based 
on MAX. Finally, here was a program that allowed for the immediate interaction of MIDI but with the 
complexity and control of signal processing.
With Amir Koushkani, a master of the Persian tar, a six-stringed, fretted instrument. I created a 
collaborative work "Silicon/Sand", a 45 minute composition that explored the similarities and 
differences between the cultures of computer music and Persian radif. In this except, (one of nine 
sections), the computer listens to the live tar improvisations, and reinterpts them in various ways.
The danger with works such as this one, in which both the performer and the computer are 
improvising, is that the final result may sound like so much noodling—music without direction. The 
challenge for the composer is to keep the situation interesting enough for the performer to be 
challenged (not always sure of what comes next) but still focused, so that there is an overall direction 
and form.



guitar, with Hut20, 1992, gotfrit

Martin Gotfrit has explored live performance and improvisational systems and created music and 
sound design for film and video. He often uses MAX/MSP in performance in order to be able to react 
to live events. Sometimes, these are events he creates himself, such as the inclusion of a guitarist or 
multi-instrumentalist; at other times, he uses devices such as mechanized robots.
“Guitar, with HUT20” is a work that predates the interactive signal processing of MAX/MSP; instead, it 
relies on MIDI devices to create and process sounds. Gotfrit improvises on his MIDI guitar, and the 
MIDI information is sent to a computer runwning MAX. The software is programmed to search for 
certain information, such as note beginnings, phrase beginnings, rests, and so forth. In response to 
these events, the computer sends MIDI information to control a synthesizer (a Korg Wavestation), and 
sends MIDI controller information to a MIDI signal processor (a Yamaha SPX-900).
What is interesting about this performance is the lack of note-based interaction; instead it has a 
timbral construction. Knowing that the software is looking for specific note information, which results 
from the note bias of the MIDI specification, Gotfrit instead creates sonic textures with his instrument, 
which may lead the software astray. Furthermore, the accompanying sounds are likewise based more 
in noise than in instrumental-type sounds, enhancing the experimental timbral aspect of the 
performance.


