
Wk 2 – Hrs 1 (Tue, Jan 10) 

Wk 2 - Hr 2 and 3 (Thur, Jan 12)

Descriptive statistics:

- Measures of centrality 

(Mean, median, mode, trimmed mean)

- Measures of spread

(MAD, Standard deviation, variance)

- Other measures

(Quantiles, skewness, shape parameters)



 Frequency

A frequency distribution, like a histogram shows the number of
observations in a particular range or of a particular value.

Frequency means ‘how often’

In this age histogram, about 2.5 million Canadians are between
45 to 54 years old, inclusive. That bump represents the baby 
boom.



  





Modes

- A local high point or maximum in a distribution is called a 
mode.

- Distributions with one mode are called unimodal.

- ...with two modes are called bimodal

, and more modes are called multimodal (these are rare).



A lot of distributions are naturally unimodal, so seeing a 
bimodal distribution often implies there are two distinct 
populations being measured. (Weight of people? Running 
speeds of novice and pro joggers?)



The ‘skew’ is the mass of extreme values.



A distribution is positively skewed if the mass of observations 
are at the low end of the scale.  Examples: Income, Drug use, 
word frequency.



Most of the observations from a negatively skewed distribution
are near the top of the distribution with a few low exceptions. 

Examples: Birth Weight, Olympic Running Speeds.



Mean

-The mean is generally referred to as the “average”. 

- It is calculated by adding up all the values you observe and 
dividing by how many observations there are

- (Total of all observed values) / (number of values observed)

- 



The mean is:

(Note: The capital letter Sigma,  ∑  ,  means ‘add up all the...’, x 
refers to the observed value, and n is the number of 
observations.



Mean

- You can only take the mean of interval/ratio data. (There’s no 

such thing as the average gender, or the average flavour 

of ice cream)

- You CAN however, have a mean age, mean income, mean 
height, or mean mg/L concentration. All of THESE are numeric 
quantities.



-Example 1: The mean of 4,5,6,7,30 is 

∑x = 4 + 5 + 6 + 7 + 30 = 52

mean = 52/5 = 10.4

(Note that the mean is higher than 4/5 of the numbers. It's 
being 'pulled' towards the value '30' because it's so much 
higher than the others)



-Example 2: The mean of -2, 0, 3, 3, 8, 10, 10, 10 is 

∑x = (-2) + 0 + 3 + 3 + 8 + 10 + 10 + 10 = 42

mean = 42/8 = 5.25

(Note that the value 'zero' is included in the count of values)



- If you could make a sculpture of a 

distribution, you could balance the sculpture on your 

finger if your finger was at the mean.



Consider the data set {0,0,0,4,4,7,10,10,10,10}, n=10. 

Recall that we could find the mean by:
1/10  * (0 + 0 + 0 + 4 + 4 + 7 + 10 + 10 + 10 + 10) = 55/10 = 
5.5

We can also describe this data in a frequency table.



But if all we had was the frequency table, we could still get 
the mean.

There are four 10s, so instead of putting 10 + 10 + 10 + 
10 in the formula we could put in 4*10

(0 + 0 + 0 + 4 + 4 + 7 + 10 + 10 + 10 + 10) / 10

- ( 3*0 + 2*4 + 1*7 + 4*10) / 10

- ( 0 + 8 + 7 + 40)/10

- 55 /10 = 5.5



This becomes really important if we have thousands of the
same number.

We could even use the relative frequency and skip division.

Mean = 0(0.056) + 1(0.317) + 2(0.404) + 3(0.149) + 
4(0.074) = 1.868



Wait, RELATIVE FREQUENCY?

Relative frequency is just the frequency, relative to the 
whole.

In the above example, the relative frequency for 2 
children was 0.404.

That means 0.404, or 40.4% of all the households had 2
children.

Relative frequency is especially useful in comparing 
frequency tables from populations of different sizes, 
such as the people in different provinces.



Median
- The median is the middle value. There is an equal number of 
observations that are above the than the median as there are 
below it.

-This does NOT mean that the median is in the middle of 

the range.



(Example: If you numbers range from 0 to 10, the median is not 
automatically 5)

- To find the median, arrange the observations in order and 

take the middle value (if there are an odd number of values).

If there are an even number of values, take the mean of the 
middle two values. The mean of these two will be halfway 
between the middle two values.



IMPORTANT NOTE!  The values MUST be shorted before taking 
the middle value. To see why, try the following examples 
without sorting.

Example for an odd number of values: 

Find the median of 15,20,17,14,16

- Start with 15,20,17,14,16

- Sorted:   14,15,16,17,20

The middle value is the 3rd smallest out of 5, 

which is the value 16.



Example for an even number of values: 

Find the median of -2,999,51,-5,10,20,4,50

-

Start with -2,999,51,-5,10,20,4,50

Sorted:  -5,-2,4,10,20,50,51,999

The middle values are the 4th and 5th out of 8.

These values are 10 and 20.

The mean of these middle two is 15.

The median of this dataset is 15.



Mean vs. Median – Which is better?

That depends on what you want.

If you're interested in the total, then the mean is better because
it involves the total.

If you're interested in the 'typical' value, both measures work 
for symmetric data. The median works better for skewed data, 
or data with a lot of extreme values.



By default, the mean is used because a wider range of analysis 
tools apply to the mean.

- Example 1: The height of women is typically symmetric, so by 

default we use the mean.
 
-Example 2: You find the amount of cocaine people use has a 

strong positive skew. For the typical amount used, the median 

is best, which will be at zero (or near zero if only drug users 

are considered). In other words, people typically don't use 
cocaine.



- Example 3: Income also has a strong positive skew. If you want 
to assess the general health of the labour force, you would look 
at the MEDIAN household income, not the mean.

-Example 4: If you’re the one SELLING the cocaine, the mean is 
more interesting because you’ll want to know the total demand,
not the amount that the casual user is taking.



The mechanical difference between the mean and median is 
how they react to extreme values (e.g. skew).

If the data is skewed, the mean will be influenced, or ‘pulled’ by 
the extreme values. In other words, the mean is SENSITIVE to 
extreme values. 



The median is not pulled like this.

Because the median only cares about how many values are 
above or below it, a value far above the median affects it just as 
much as one slightly above it. In other terms, the median is 
ROBUST (not sensitive) to extreme values.



Trimmed Mean (advanced)

One centrality measure to compromise between the mean and 
the median is the trimmed mean.

Compared to the mean, the trimmed mean has a less sensitivity 
to extreme values, but still has some.

The trimmed mean adds up the values like the mean does, but 
first it discards some of the data on either end of a dataset.

Example: A 10% trimmed mean is the mean of something 



that ignores the lowest 10% and the highest 10% of the 

values and THEN takes the mean.

- This method is not very common because it tosses away 
potentially good data. It also can't be used for every analysis 
method that the mean can.



This page left obnoxiously blank.



Quartiles and the Five Number Summary

- The five numbers are the Minimum (Q0), Lower Quartile
(Q1),  Median  (Q2),  Upper  Quartile  (Q3),  and Maximum
(Q4).

- Q1 means bigger than 1 Quarter of the data.
- Q3 means bigger than 3 Quarters of the data.

For the values {0, 1, 2, 4, 5, 5, 7, 10, 10, 12, 13, 17, 39},

the five number summary is: 0 


 3 


 7 


 12.5


 39.



Inter-Quartile Range

Even  in  the  unimodal  cases,  neither  the  mean  nor  the
median describes the data adequately.

The mean number of legs per Swede is 1.999, clearly there’s
something more we should know.

The median of {30,31,32} is 31.

The median of {-10000, 31, 10000} is also 31.



Inter-Quartile Range

• We also need measures of spread, like the Inter-

Quartile  Range.  (Literally  “range  the  between  the
quartiles”, called the IQR for short).



- The Inter-Quartile range is calculated:

IQR = Q3 – Q1

a) The size of the IQR indicates how spread out the middle half
of the data is.



Outliers (1.5 x IQR Rule)

1. Now that we have a measure of spread, we can use it to
identify  values  that  are  much  farther  from  the  center
than usual.

2. How? Spread measures like the IQR tell us how far a 
typical value could be from the average, so anything much
more than the typical distance can be identified.



- We call these data points outliers.

They (figuratively) lay outside the rest of the
data.

- Because an outlier stands out from the rest
of the data, it…

o might not belong there, or 
o is worthy of extra attention.



- One way to define an outlier is

o anything below Q1 – 1.5 IQR or… o above
Q3 + 1.5 IQR.

This is called the 1.5 x IQR rule. (Important).



- Example: {0, 1, 2, 4, 5, 5, 7, 10, 10, 12, 13, 17, 39} Q1 = 
3, Q3 = 12.5

IQR = 12.5 - 3 = 9.5.

Q1 – 1.5xIQR = 3 – 1.5(9.5)

= 3 -14.25 = -11.25

Anything less than -11.25 is an outlier.

In this case there are no outliers on the low end.



- Example: {0, 1, 2, 4, 5, 5, 7, 10, 10, 12, 13, 17, 39} 
Q1 = 3, Q3 = 12.5

IQR = 9.5

Q3 + 1.5xIQR = 12.5 + 1.5*9.5

= 12.5 + 14.25 = 26.75

Anything more than 26.75 is an outlier.

39 is the only outlier.



More on IQR and Outliers:

- There are other ways to define outliers, but 1.5xIQR is
one of the most straightforward.

- If our range has a natural restriction, (like it can’t 
possibly be negative), it’s okay for an outlier limit to be 
beyond that restriction.

- If a value is more than Q3 + 3*IQR or less than Q1 –
3*IQR it is sometimes called an extreme outlier.



- The standard graph for showing the median, quartiles, and 
outliers of a data set is the boxplot, for {0, 1, 2, 4, 5, 5, 7, 10, 
10, 12, 13, 17, 39} it looks like this:



- The five-number summary is in the boxplot:

- The box from 3 to 12.5 is the region between Q1
and Q3.

- The line going through the middle of the box at 7 is
the median.

-



- The  lines  going  out  the  ends  of  the  box  are  called  the
whiskers.  They  show  the  range  of  values  that  are  not
outliers.

- The lower whisker goes to the lowest value, 1. The upper 
whisker goes to 17 because it’s the biggest value before the 
upper limit of 26.75 is hit.



- The individual dot at 39 shows an outlier.

- Outliers in SPSS are labelled with their row number
so you can find them in data view.

- In SPSS extreme outliers are shown as stars.

- The farthest outliers on either side are the
minimum and maximum.

- If there are no outliers on a side, the end of the
whisker is that minimum or maximum.



Boxplots and Skew

- Skewed  distributions  have  more  extreme  values  on
one side,  so  a  boxplot  of  a  skewed distribution will
have one whisker longer than the other.

- There will  also be more  outliers on one side of the
boxplot than the other.



Side-by-side Boxplots

- Boxplots can also be used to compare
the distributions of two samples.

- Example:  Heights  of  adult  men  and
women.



- There is some overlap

- In general men are taller.

- The variance is about the same.
- Both distributions appear to be symmetric.



What exactly IS an outlier?

- It’s a value far from anything else that warrants
special consideration aside from the rest of the
data.

- Often it’s a mistake in data entry. If were recording 
a grade of 73%, mistyped, and recorded 3% or 
730%, both of these values would be far from the 
rest of the data and would indicate that the data is 
not being represented properly.



- If the times to finish a final exam had Q1 at 
120 minutes and Q3 at 150 minutes, but 
someone finished in 62 minutes, that person 
could be a student with a stronger than 
recommended background for that course or 
someone who gave up during the exam.

- In  both  cases,  their  exam  wouldn’t  a
good  representation  of  the  exams  as
whole.

- Sometimes outliers can tell your  assumptions
and expectations are wrong



Variation: Not everything can be controlled. Results may vary, 
even in a factory setting. Some bags will get more chips than 
others, we say there is variation in the weights in each bag.

Image source: Failblog.org, “Quality Control Fail”



There are laws about the proportion of bags sold that can be
under-weight.

A company needs to know the proportion that will be under
but can’t afford to check every single bag.

Instead they check a sample of bags and hope it represents the
population. (Like my survey of 39 students)



..but those samples are not going to be the same every time.

Most of you have done this before during R-R-R-Roll Up The
Rim season.

They say there’s a one in six chance of winning, but did you 
win on EXACTLY one in six cups. Did you win as much as your
friends?



Mine: 0 / 3  = 0% Wins

Jason: 3 / 13 = 23% Wins

Emelie: 6 / 39 = 15% Wins

Each person’s roll up the rim season is different, why?
Variability!



Why should you care?

When you’re doing a social study or experiment, your results
aren’t going to be hard set.

Image: xkcd.com



If you did the same study tomorrow with similar subjects, 
you’d get different results. It would help if we had an idea how
different we would expect these differences to be.

Image: xkcd.com



That’s what measures of spread like the interquartile range
(IQR) are for.

They help us measure how uncertain we are about our central
values.

IQR is intuitive, works for a wide range of distributions, and has
the 1.5xIQR rule for finding outliers.

But it’s tied to the median and related measures like the
quartiles.



A spread measure based on the mean is the standard
deviation.

To deviate means the stray from the norm.

A standard deviation is the typical amount strayed from the
mean.





When the distribution looks kind of like this…

about ⅔ of the distribution is within 1 sd of the mean 

about 95% is within 2 sd of the mean

about 99% is within 3 sd of the mean



Example: Grade 5 Reading Scores have a

mean of 120 and a standard deviation (sd) of 25.

120 + 1sd = 145
120 – 1sd = 95
So about 2/3 of the grade 5s have a reading score between
95 and 145.



Example: Grade 5 Reading Scores have a

mean of 120 and a standard deviation (sd) of 25.

120 + 2sd = 120 + 2(25) = 170
120 – 2sd = 120 – 2(25) = 70
So about 95% of the grade 5s have a reading score between
70 and 170.



Another way to determine outliers when using the mean and
standard deviation is the 3 standard deviation rule.

Anything three standard deviations below or above the mean
is an outlier.

.



With the reading scores, anything below 120 – 3(15) = 75
or above 120 + 3(15) = 165 is an outlier.

Like the mean and standard deviation, this outlier measure is
only appropriate for symmetric data.





The variance is the average squared difference between a 
value and the mean.

The standard deviation is the square root of the variance.



The standard deviation is only used for symmetric (or close)
distributions.

When data is skewed the standard deviation breaks down 
because of direction of the deviations becomes important.



Example: Postively/Right skewed distribution.

The first standard deviation below the mean (blue) covers
more of the distribution than first one above (red).

So a standard deviation below implies something different
than a standard deviation above.



Example: Right skewed distribution.

Since the mean is more than the median, there are more
values below the mean. Does that imply that a deviation
below the mean is ‘standard’?

For skew, avoid the whole mess and use the IQR.



Pop quiz:

If the distribution is symmetric and the data is interval, then
the best measure of variability is:

a) Interquartile range
b) Standard Deviation

Hint: What is the default central measure? Which measure
above is based on that?



Question:

If the data is ordinal, then which measure of variability/spread
is not possible (without extra assumptions):

• a) Interquartile range
• b) Standard Deviation

Hint: The standard deviation is based on the mean. Do ordinals
have means?



Answer:

Standard deviation is impossible for ordinal data because you
can’t get the mean of ordinal data usually.

To get the mean for ordinal data, you need to treat it like 
interval data, that means assuming that the categories are
evenly spaced



Which of the following standard deviations is/are impossible?

40

7 potatoes

-4

Hint: The standard deviation is the square root of the variance.



Answer: -4 is impossible.

Standard deviation is the (positive) square root of the variance.
It doesn’t make sense for the typical distance from the mean 
to be a negative number.

7 potatoes is a fine standard deviation if the variable is 
number of potatoes. (for interest, the variance would be 
measured in

potatoes2 )


