
One of our main tools of inference are hypothesis tests. 

 

A hypothesis test is where we make a guess (hypo-thesis, 

meaning less than a full idea) about a parameter and use 

statistics to reject or fail to reject it. 

 

A confidence interval is an interval, based on statistics, of 

where a parameter is likely to be. 

 

Today we’ll cover hypothesis testing. 



First, we need a hypothesis to test. We’re always testing 

against the null hypothesis.  Or . 

 

Null means “nothing”, or “blank”. 

 

The null hypothesis is the general assertion of no change or no 

effect or that everything is in its default state. (Status quo) 

 

 

 

 



In court, one is presumed innocent until proven guilty. 

 

In other words, the idea that someone is innocent is the null 

hypothesis. 

 

It’s what we assume with no evidence, our starting point. 



Being guilty is the other state someone can be. It’s the 

alternative to innocence. 

 

The hypothesis that someone is guilty is the alternative 

hypothesis, or  

 

The burden of evidence is to prove guilt.  Or, more generally, 

the burden is to disprove innocence. 

 

With strong enough evidence we can reject the idea of 

innocence.  We can reject the null hypothesis! 



We always hypothesize about parameters. 

 

In the case of the courts, the parameter guilt/innocence, is 

whether, in all of the person’s actions, if the offending action 

happened. 

 

The sample would be any portion of these actions we observe 

(directly or indirectly), in the form of evidence. 

 

 

 



In statistics, one of the most common things we hypothesize 

about is the mean. We can hypothesize about any parameter, 

but the mean is among the simplest and most useful. 

 

A hypothesis test typically looks like this: 

 



 and  are the names of the two hypotheses. 

 

 

 

 

 

 



 is the mean, of which we are making a hypothesis. 

 

 

 

 

 



 is the hypothesized value of the mean.  This is always 

given to you in the question (and in real life) 

 

 

 

 



The null hypothesis,  is always = something. The data from 

our test tells us how far from that single point we are. 

 

 

 

 



The alternative hypothesis, , is always >, <, or .  The last 

symbol, , means “not-equal”. 

 

 

Which  symbol will be given implicitly in the question, and 

depends on what we’re trying to prove. 



Example: Any level up to 20 parts-per-billion of cadmium in a 

lake is considered safe.  

 

We’re testing a lake for cadmium by taking water samples. 

 

The burden of proof rests on showing that the water is more 

than this safe level. 

 

What do the set of hypotheses look like? 

 

 



- We’re hypothesizing about the average level of cadmium in 

the water, that’s the mean. 

 

 

 

 



We’re trying to detect if the cadmium level is more than 20, 

that’s the alternative hypothesis. 

 

 

When doing a study, the alternative is sometimes called the 

research hypothesis. 

 



-  That also means the null hypothesis is that the level is 20. 

 
- The null and alternative are always talking about the same 

parameter ( ) and the same value (20). 

-  



P-values 

Type I and Type II Errors 

 

Talk to your kids about p-value,  or someone else will. 



p-value: If H0 is true, what would the chances of observing as 

much evidence as we did? 

 

If the p-value is small, then the observed statistic is very 

unlikely under the null hypothesis. 

 

Smaller p-values  stronger evidence against the null. 

  



Example: We suspect that a coin is unfair (the proportion of 

times it comes up heads is not .50) 

 

 

π is the proportion of flips that come up heads. 



Scenario 1: We flip the coin 10 times and get 5 heads. 

 

There is no way to get less evidence against H0, the sample 

proportion is right on .50. 

 

The p-value is…. 

A)   0 

B)  0.05 

C) 1 

D) Impossible to tell 

 



Scenario 1: We flip the coin 10 times and get 5 heads. 

 

There is no way to get less evidence against H0, the sample 

proportion is right on .50. 

 

The p-value is…. 

C) 1 
 

There p-value is 1 because any sample would have as much 

evidence against H0 or more. 



 

Area that’s 0 heads or more from 5 heads out of 10: 1.000 



Scenario 2: We get 4 heads out of 10. 

 

It’s not exactly .50, so there is some evidence against the null 

hypothesis, but it isn’t significant. 

 

The p-value is…. 

A)   0 

B)  Small ( less than 0.05) 

C) Large (more than 0.05) 

D) Impossible to tell 

 

 



Scenario 2: We get 4 heads out of 10. 

 

It’s not exactly .50, so there is some evidence against the null 

hypothesis, but it isn’t significant. 

 

The p-value is…. 

C) Large,  p = 0.754  in fact 
 

Getting at least one head more or less than 5/10 is common, 

even with a fair coin. It happens .754 of the time, so the           

p-value is 0.754.  



 

Area that’s 1 head or more away from 5 out of 10: 0.754. 



Scenario 3: 9 heads out of 10 flips. 

 

This time, the sample proportion is .90 or 9/10.  It’s far from 

the null hypothesis value of .50, so the p-value is going to be 

small. 

 

It’s possible that a fair coin comes up with 9 heads in 10 flips, 

but it’s unlikely.  Getting 4 or more heads away from 5/10 only 

happens .021 of the time, so that’s our p-value. 

 

p-value = 0.021. 

 



 

Area that’s 4 heads or more away from 5 out of 10:  0.021. 



Getting 9 heads out of 10 is so unlikely for a fair coin that it we 

might start to doubt the coin is fair at all. 

 

Using the standard α = 0.05 we could reject the 

assumption that the coin is fair. 

 

Because p-value <  α  we reject the null hypothesis and 

conclude the coin is not fair. 

 

 



 

I hope this isn’t too repetitive. 



But what is α? 

Alpha is the chance we’re willing to take of rejecting the null 

hypothesis even when it’s true. 

 

When we get nine heads out of ten, the chance of that 

happening if H0 is true is less the acceptable chance of falsely 

rejecting, so we take that chance. 

 

 

 

 



Rejecting the null when it’s true is called making a Type 1 

error.  That means… 

 

α is the type 1 error rate. 

 

α is the rate that type 1 errors will occur. That means if we’re 

testing many hypotheses at once, then α of rejected nulls will 

be falsely rejected. 

 



In courts, some people are wrongly convinced.  The null 

hypotheses that these people were innocent have been falsely 

rejected. 

 

That means α > 0 in the legal system. 

 

Sometimes people are prescribed medication they don’t need. 

The null hypotheses (baseline assumption) that these people 

are healthy is falsely rejected. 

 

α > 0 in the medical system too. 



If there’s a type 1 error, is there a type 2 error? 

 

Type 2 error: The act of failing to reject the null when it is 

false. 

 

β is the type 2 error rate. 
 

β is the chance of failing to reject the null hypothesis when we 

should reject it. 

 

 



 

 

 

 

 

A type 1 error is falsely leaping to a conclusion. 



 

A type 1 error is falsely leaping to a conclusion. 

A type 2 error is failing to come to a conclusion that you should 

have. 



 

 

In the courtroom setting… 



β depends on additional factors from your sample, like the 

standard error and the effect size.  

 

Effect size is the raw distance from the null hypothesis you’re 

considering when you set the type II error rate. 

 

In the coin flipping scenarios, the farther we got from 5 heads 

out of 10, the larger the effect size. 

 

 

 



β decreases when effect size increases. 

 

If a new medicine causes someone’s heart to explode (large 

effect size), that’s easier to notice than a small increase in 

blood presure (small effect size). 

 

1 – β is called the power of the test. If we’re considering 

a large effect, our test is going to have a lot of power to 

detect the effect and reject the null based on that. 

 



β increases when standard error increases. 

 

The less random noise/variation, the better.  

 

If the medicine causes EXACTLY the same increase in blood 

pressure (no standard error), that will be easier to detect than 

a change in pressue that’s got a lot of randomness (large 

standard error) 

 

Having a bigger sample size helps by making the standard error 

smaller. 



Since we won’t know the effect size or the standard error until 

we see the data, there’s not usually a way to set β, the type 2 

error rate, before data collection like you can with α, the type 

1 error rate. 

 

Also, computing power is a mess,we won’t deal with the 

numerical details, only its trends. 

 

β increases with standard error, and 

decreases with effect size. 



Also, β decreases when α increases. 
There’s an important tradeoff.  We can’t usually get a small 

type 1 error rate and a small type 2 error rate at the same 

time. 

 

When we make α small, we’re less likely to reject the null.  

That means we’re more likely to fail to reject the null. 

 

Failing to reject the null when we should is a type 2 error. 

 



Often it comes down to which mistake would you rather 

make?  If you’re setting a critical value (like a critical t-score), 

the tradeoff is what you should be considering. 

 

Should you cross the street or not? 

Does this person need medicine or not? 

 



Having more information in the form of a bigger sample (larger 

n) means fewer mistakes of either type, but bigger samples are 

more expensive. 

 



 

Back to piling on examples! 



Example: Should you take your vitamins? 

 

You’re worried about getting sick and you’re trying to 

determine if you should take a vitamin pill to get better faster. 

 

The null hypothesis is that you’re healthy enough not to need a 

vitamin pill.  The alternative is a vitamin pill will help. 

 

What’s the best set of type 1 and type 2 error rates? 

 

 



H0: Healthy enough to not need vitamins. 

HA: Sick enough that vitamins will help. 

 

What’s the best set of type 1 and type 2 error rates? 

α = .20      , β = .11 

 

α = .05      , β = .24 

 

α = .01      , β = .56 



Pick the one with the small type 2 error rate. 

α = .20      , β = .11 

A type 1 error would be to waste a vitamin pill when you 

weren’t getting sick. 

 

A type 2 error would be to not take the vitamin pill and get sick 

when you could have avoided it. 

 

 Making a type 2 error is a bigger problem, so we try to keep 

the type 2 error small. 

 



Midterm Practice! 

 

  



Midterm Q’s 

Q1: Describe this distribution. 

Q2: Statistic or Parameter 

Q3: Probability 

 

 

 

 

 

 

 



Describe this distribution 

 



Use the checklist:  

 

Center:  where is the middle, if applicable 

Spread: how far from the middle does data go? 

Shape: modes, skew, known limits (positive only?) 

Outliers: notable values away from most data 
 

 



 (I’ve put it on its side to fit the screen better.) 

 

Center:    Median is about 8.5, 8.6?   

 

Spread: 



 

Center:    Median is about 8.5, 8.6?  Mode and Mean 

unknown.   

 

Spread: 

 



 

Center:    Median is about 8.5, 8.6?  Mode and Mean 

unknown.   (Median is middle line in box, mean and mode 

aren’t shown) 

Spread: 

 

 



 

Center:    Median is about 8.5, 8.6?  Mode and Mean 

unknown.   (Median is middle line in box, mean and mode 

aren’t shown) 

Spread: Q1 = 7.8 (about), Q3 = 9.2 (about),  

IQR = 9.2 – 7.8 = 1.4 

 



 

Center:    Median is about 8.5, 8.6?  Mode and Mean 

unknown.   (Median is middle line in box, mean and mode 

aren’t shown) 

Spread: Q1 = 7.8 (about), Q3 = 9.2 (about),  

IQR = 9.2 – 7.8 = 1.4. 

Most values are between 6 and 10. 



 

Shape:    Can’t tell number of modes from boxplot.   

 

Outliers: 

 



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal. 

 

Outliers: 

 



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal. (In a professional setting you would look at the data 

in more detail instead of assuming) 

 

Outliers: 



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal.   Lower whisker is longer,  

 

 

Outliers: 



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal.  Lower whisker is longer, ____________________  

so negative skew. 

 

Outliers: 



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal.  Lower whisker is longer, __________________    

so negative skew. 

 

Outliers: Five or six outliers between 4.5 and 6.  



 

Shape:    Can’t tell number of modes from boxplot.  Assume 

unimodal.  Lower whisker is longer, more outliers on low end 

  so negative skew. 

 

Outliers: Five or six outliers between 4.5 and 6. 



Here is a histogram of that same data.  Be prepared for both. 

 

        Could you make similar observations from this? 



 

Think you’ve got it?  Yeah?  Good. 

  



Statistic, or Parameter? 

 

Statistics are pieces of information about Samples.  Samples 

are a small group that we measure because we can afford to. 

 

We hope that the sample is a good representation of what we 

really want information about, which is the population. 

 

Parameters are pieces of information about the Population. 

 



 

 



Is this a statistic or a parameter?  What’s the population or interest? 

If there’s a sample, what is it? 

 

“Plastic bag use has shrunk 59 per cent across the province 

since the industry agreed to voluntary targets, the grocers note.” 
Plastic bag ban: Who loses – Toronto Star June 7, 2012 

 

 

 

 

 

 



Is this a statistic or a parameter?   

 

“Plastic bag use has shrunk 59 per cent across the province 

since the industry agreed to voluntary targets, the grocers note.” 
Plastic bag ban: Who loses – Toronto Star June 7, 2012 

 

 

There is no indication of a sample (look for words like “survey”, 

“poll”, or “selected”) 

 

This is a parameter! 

 



Is this a statistic or a parameter?   

 

“Plastic bag use has shrunk 59 per cent across the province 

since the industry agreed to voluntary targets, the grocers note.” 
Plastic bag ban: Who loses – Toronto Star June 7, 2012 

 

This is a parameter! 

 

The population is the people in the province (Ontario) 

 

 



 

Is this a statistic or a parameter? 

“Plastic bag use has shrunk 59 per cent across the province 

since the industry agreed to voluntary targets, the grocers note.” 
Plastic bag ban: Who loses – Toronto Star June 7, 2012 

 

This is a parameter! 

 

The population is the people in the province (Ontario) 

 

The parameter is telling us how many plastic bags people in 

Ontario use. 



Statistic or Parameter. 

42% of the yes/no responses in a voluntary online poll 

responded in favour of a ban on plastic bags. 

 

 

 

 

 



Statistic or Parameter. 

42% of the yes/no responses in a voluntary online poll 

responded in favour of a ban on plastic bags. 

 

 

This is a statistic!   It’s based on a sample of people instead 

of everyone. 

 



Statistic or Parameter. 

42% of the yes/no responses in a voluntary online poll 

responded in favour of a ban on plastic bags. 

 

This is a statistic!    

Also, this is NOT a random statistic. Because the sample 

was of anyone who volunteered their opinion, not a randomly 

selected group. 



Parameter or statistic? 

 

“According to a poll released Tuesday, nearly 20 percent of 

U.S. citizens now believe Barack Obama is a cactus” 

- Poll: 1 in 5 Americans Believe Obama is a Cactus. The Onion. Sep. 20, 2010. 

 

This is a: 

The sample is: 

The population is: 

 

 



Parameter or statistic? 

 

“According to a poll released Tuesday, nearly 20 percent of 

U.S. citizens now believe Barack Obama is a cactus” 

- Poll: 1 in 5 Americans Believe Obama is a Cactus. The Onion. Sep. 20, 2010. 

 

This is a: statistic 

The sample is: the people in the poll. 

The population is: all U.S. citizens 

 



 

Not to get political, but the president isn’t a cactus. 

Don’t trust everything you read. 



Probability: Three rules. 

Converse rule: 

    

 

This is always true. 

 

Related: Probabilities can only be from 0 to 1. 

 

 



Multiplication rule 

Pr(A and B) = Pr(A) x Pr(B) 

 

This is only true when events are independent.  That means 

they don’t affect each other. 

 

Another perspective:  Two things are independent if knowing 

one doesn’t tell you anything about the other. 

 

 



Addition Rule 

Pr(A OR B) = Pr(A) + Pr(B) 

 

This only works when A and B cannot happen together,  

 

otherwise known as mutually exclusive, because one 

happening excludes the other from happening. 

 

 

 



Let’s roll! 

 

Consider two six-sided dice, a  WHITE die and a RED die. 

 

What is the probability that the white die rolls a 1 or 2? 

 

 

 

 

 

 



Let’s roll! 

 

Consider two six-sided dice, a  WHITE die and a RED die. 

 

What is the probability that the white die rolls a 1 or 2? 

 

Pr(White rolls 1 or 2) = Pr(White rolls 1) + Pr(White rolls 2) 

= 1/6 + 1/6  = 2/6 

 

Two faces out of six possible faces. 

 



What is the probability that white rolls 1 or 2 AND that red 

rolls 2,3,or 4? 

 

Pr(White rolls 1 or 2) = 2/6 

 

Pr(Red rolls 2,3, or 4) = 3/6 

 

Pr(W12 AND R234) = 2/6   *   3/6   =   6/36,    

or 1/6 

 

 



 

 



 



 



Can we use the multiplication rule to find  

Pr(White is 1 or 2 AND Red higher than White) ? 

 

 

 

 

 

 

 

 

 



Can we use the multiplication rule to find  

Pr(White is 1 or 2 AND Red higher than White) ? 

 

No! 
 

Knowing that White is a low number like 1 or 2 changes the 

chances of Red rolling higher than White, so we can’t use the 

multiplication rule. 

 

 

 



Don’t wear yourself out before the test. 

 

 

Be like this,       not like this 


