
Agenda for Week 1, Hr 3 (Thursday, Jan 7)

- Binomial and F-Distribution distributions

- Hypothesis Testing 

- Confidence Intervals



The normal and T-distributions are continuous in the sense 
that Z-scores and T-scores, and the means can take on any 
value; they are not restricted to whole numbers.

For example: The standard normal can take on a value of z= 
1.67, or any other decimal value.

Variables that follow the normal distribution, like height of 
humans, also tend to be continuous. 



The Binomial distribution is not continuous; instead it is a 
discrete distribution.  

This distribution is the chance of getting x ‘yes’ responses to 
n observations of a yes/no (also called a binary) question. 

In the VGH Pneumonia example, the number of patients that 
we sampled that had signs of pneumonia would have a 
binomial distribution.  

This example fits the binomial distribution criteria, which are:



Binomial distribution criteria 1/2

1. There were a fixed number of patients, n=10, that were 
selected at random and tested the same way (i.e. identical 
trials)

2. There were only two outcomes: There (were / were not) 
signs of pneumonia. (i.e. Two exclusive outcomes)



Binomial distribution criteria 2/2

3. The selection of one patient was independent of any other.
(i.e. Independent trials)

4. The probability of selecting a patient with signs of 
pneumonia was the same for each of the 10 selections. (i.e. 
equal probability, π) (Reading note 1.3: Hypergeometric)



Binomial non-example: Poke the same grizzly bear 100 times 
and count the number of times it mauls you.

Why? ______________________



Binomial non-example: Poke the same grizzly bear 100 times 
and count the number of times it mauls you.

Why?  Non-Independent trials
(Other answers possible)

With each poke without a mauling, the bear’s rage increases,
and so does a chance of a future mauling.





If 60% of the inpatients have signs of pneumonia, the 
distribution of patients with Pneumonia out of a random 10 
would look like this:



However, if 20% of the inpatients had signs of pneumonia, 
we would be a lot less likely to find 6 in a random 10. The 
distribution would look like this:



Likewise, if 85% of the inpatients had pneumonia, we would 
likely find many more cases.



Finally, the binomial distribution is a sum of independent 0’s 
and 1’s, so the central limit theorem applies. Watch what 
happens as the sample size increases and the probability π = 
0.60 stays the same.



- The binomial distribution more closely resembles a normal 
curve even though the binomial is discrete.

- The probability gets concentrated into a narrower range. 
(i.e. The standard error gets smaller.)



The F-distribution is more abstract, so we will focus on their 
uses rather than their properties. The F-distribution is used 
to compare two variances (standard deviation squared). 

The F-statistic is the ratio of two variances, so if F = 1, then 
the variances are the same. 

If F is much larger than 1, then the numerator variance is 
much larger than the denominator variance. This is relevant 
to us in two cases:



1. Two-sample T-Test: Testing if two independent samples 
have equal variances. (See: Levene’s test) Thanks to software 
advances though, it takes no extra work to use the unequal 
variance case, so this case is mostly obsolete.

2. Analysis of Variance, ANOVA: Testing if the variance 
attributable to some grouping variable is larger than the 
variance due to randomness within a group. When the F-
statistic for a variable is large, there is strong evidence that 
the grouping variable has an effect.



My favourite distribution is Poisson, but sometimes the 
Poisson would rather not be distributed.



Hypothesis testing

Hypothesis testing is the basic process of the scientific 
method.

1. Form a falsifiable hypothesis.

2. Gather evidence.

3. Falsify the hypothesis, or continue testing.
 

Notice how ‘accept the hypothesis as true’ isn’t there.



Hypothesis testing

Translated into stats-talk, this is

1. Form a falsifiable null hypothesis about a parameter.

2. Collect sample observations.

3. Reject the null hypothesis, or fail to.

We use the results from such a test to determine if we have 
enough evidence to make a decision or a claim.



Pneumonia example.

If more than 35% of the inpatients in the hospital are 
showing signs of pneumonia, the hospital goes into 
quarantine.

1. Form a falsifiable null hypothesis about a parameter.

Parameter:   Proportion, π

Ho:  π ≤ 0.35  (sometimes shown as HA:  π = 0.35)

HA:  π > 0.35



2a. Collect sample observations:    

6 yes / 10 possible

3. Reject the null hypothesis, or fail to.

To test a hypothesis, we need a p-value (or a range of one).

For most statistical problems, p-values need a distribution.



What is P-value?
P-value: The probability of getting at least this much 
evidence against the null hypothesis from our sample if 
the null is true.

Assuming Ho this sample comes from a binomial with 

π ≤ 0.35. We take the worst-case assumption of π = 0.35.

Assumed distribution for x: Binomial(π = 0.35, n = 10)



So the p-value is…

Pr(x ≥ 6) when x is from Binomial(π = 0.35, n = 10)

Option 1: Use the binomial formula by hand (nah..)

Option 2: Consult the binomial distribution table:

Pr(x ≥ 6) = 

Pr(x = 6) + Pr(x = 7) + Pr(x = 8) + Pr(x = 9) + Pr(x = 10) =

.069 + .021 + .004 + 0* + 0* = 0.094 *less than .001



So the p-value is…

Option 3: Use the R code

1 - pbinom( prob= 0.35, q=5, size=10)

Result:  0.09493408  0.095

R Notes: ‘pbinom’ here finds Pr(x ≤ 5), and Pr(x ≥ 6) = 1 - Pr(x ≤ 5)

The difference between the table value (.094) and R (.095) is due to 
rounding error in the table.



Finally, we compare the p-value to the significance level α.

α is the chance we are willing to take of making a Type I 
error.

Type I Error: Rejecting the null when the null is true.

In this case, a Type I error would be: 

Putting the hospital into quarantine when less than 35% of all
the inpatients have pneumonia.



What is α? What should it be? 

By tradition (and tradition ONLY), α = 0.05.

The value of α is up to the experimenter.

- The greater the consequences of making a Type I error, 
the small α should be. 

- If rejecting the null is trivial, doing it when we shouldn’t 
isn’t a problem and a large α is acceptable.

- If rejecting the null is a big deal, we don’t want to reject 
without strong evidence, and a small α is better.



Let’s assume that quarantining a whole hospital is very 
expensive, so a small α is better.

Let α = 0.01

p-value = 0.094 (or 0.095)

p-value > α

so we don’t have strong enough evidence to reject the null 
hypothesis.



Bio-
statistician Ryan Gosling feels the same way.



So why not always use a small α ?

Because it comes at a trade-off. All else being equal, reducing
the chance of a type I error increases the chance of a type II 
error.

Type II error: 

Failing to reject the null when the null is false. 

The chance of making a Type II error is β, and

The chance of NOT making a Type II error is the power, 1 – β



We can’t set β the way we can set alpha, because it depends 
several more factors.

Setting alpha is, in effect, making a decision of the relative 
importance of making a Type I vs. a Type II error.

In our example, let’s assume that failing to put the hospital 
on quarantine when there are lots of cases of pneumonia is 
ALSO a big problem. What do we do then?

Answer: Take a bigger sample.



Hypothesis testing... again
More completely…

1. Form a falsifiable null hypothesis about a parameter.

2. Collect sample observations.

Use these to get a p-value 

3. Reject the null hypothesis, or fail to.

Compare the p-value to a significance level alpha. 

Reject if p < alpha



A lot of statistics is about trade-offs in the face of uncertainty.

Type I Error Type II Error



Confidence Intervals
The flip side of hypothesis tests are confidence intervals. 
They demonstrate evidence (or lack of) against a parameter 
value. 

However, the result of a confidence interval is a range of 
parameter values that we don't have sufficient evidence 
against. 

It's a range we can say “I am A% confident that value B is 
between C and D”



Lake pollution example.

Recall that we had a sample from n=5 locations at Deer Lake 
in which we found a mean of 2.4 mg/L and a standard 
deviation s = 1.1 mg/L of some pollutant.

Also recall that our best estimate of the pollutant 
concentration across the entire lake is 2.4 mg/L, and our 
standard error of this estimate is 0.4914 mg/L.

Our goal: Find a range that reflects our best estimate AND 
our level of uncertainty.



Our goal: Find a range that reflects our best estimate AND 
our level of uncertainty.

In short, find a confidence interval.

The general formula for a confidence interval of a mean is

(sample mean) +/-  (critical value) X (standard error)

or, in the lake example

2.4 +/- (critical value) X 0.4919



The critical value depends on two things:

- The distribution being used.

- The confidence level.

The lake measures are (assumed) to be normal. We have an 
estimate of the standard deviation, but not the true value, so
a t-distribution is appropriate.

Since we are describing 1 mean found from a sample of size 
n=5, we have 5 – 1 = 4 degrees of freedom.



Now we need to decide about our level of confidence.

A higher confidence level implies a greater chance of 
including the real parameter value in our interval. However, it
also makes the interval wider / more vague.

Consulting a t-table at df = 4, we find

90% Confidence uses a critical value of t* = 2.132

95% Confidence uses “ “    t* = 2.776 

99% Confidence uses “ “    t* = 4.604



Using the formula

(sample mean) +/-  (critical value) X (standard error)

So our 90% confidence interval is 

2.4 +/-  2.132 X 0.4919 = 0.268 to 4.532

Our 95% confidence interval is 

2.4 +/-  2.776 X 0.4919 = -0.376 to 5.176 (Reading note 1.4)

and our 99% confidence interval is 

2.4 +/- 4.604 X 0.4919 = -2.204 to 7.004



Consider the 90% confidence interval: 0.268 to 4.532.

From this, we can test two-tailed hypotheses at alpha = 0.10.

We would reject the hypothesis that μ, the pollutant 
concentration across the whole lake is 0.22 mg/L, because 
it's outside the confidence interval.

We would NOT reject the hypothesis that μ =3.4 mg/L, 
because this value is within the confidence interval.



Consider the 90% confidence interval: 0.268 to 4.532 mg/L

and the 95% confidence interval: -0.376 to 5.176 mg/L

We COULD reject the hypothesis that μ = 5.0 mg/L at 
the α = 0.10 level. 

However, we COULD NOT reject this hypothesis at the 
more strict  α = 0.05 level, because  μ = 5.0 mg/L is 
within the 95% confidence interval.

Is 5 outside your confidence interval of shots fired? 



Well, is it, punk?



Reading Note 1.3, (For Interest only): We assume there are 
far more than 10 patients in VGH.  If there were few 
inpatients to choose from, then the chance of selecting one 
patient affects the chance of choosing another.

If it was a small hospital, of, say, 40 patients, then the 
hypergeometric distribution would be more appropriate.

However, the hypergeometric distribution has some 
complications that are beyond this course.



Reading Note 1.4: Because a negative concentration of 
something is impossible, the bottom of end of the 95% and 
99% confidence intervals should be reported as 0.


