STAT 830

Problems: Assignment 2

1. Consider the empirical distribution function E, (x) for asample Xq,..., X,
from a cdf F. In this problem I want you to do a Monte Carlo study
to compare several confidence limits for F(z):

e The pointwise interval based on the approximately normal pivot

A

Vi(F(x) - F@D

VE(@)[L = Bu(a)

For a level 1 —« interval the pivot must lie between —z, /2
and z,/2. When you solve the two inequalities to get
something of the form

L(X) < F(z) < U(X)

you find the limits are

Py £ \/Fn(x)(l - Fu@)

n

e The pointwise interval based on the approximately normal pivot

A

V(b (z) - Fx))
V@)L = F(x)]

For a level 1 -« interval the pivot must lie between —z, /2
and z,/2. Quite a few people got an interval in which they
had F(z) in the limits because they didn’t see that

_2/2 L ViEu (@) — F(x))
Y5 VF(@)l - F(o)]

has to be rearranged to have the form

< Zaf2

L(X) < F(a) < U(a)
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without any F'(x) anywhere in either L or U. You need
to square the inequality to get

~

n(Fu(z) — F(2))* < 25, F(2)(1 = F(X)

This is a quadratic inequality and you have to solve it
using the quadratic formula.
You get (dropping the subscript on z,/2)

no o 22/2 \/ 22/4 n o - ~
—F, + F, 1-—F,
n + z2 (x)+n+z2 N n+22 n+2? (@)( (z))

e The simultaneous interval based on the Dvoretsky-Kiefer-Wolfowitz
inequality as described in my notes.

The two simultaneous intervals have the form
. C,
F.(r) £ —.
(z) NG

For DKW
C =+/—log(a/2)/2.

In the next part C' comes from tables.

e The simultaneous interval based on the assertion that
sup{v/nl Fu(x) = F(2)]} = sup{| Bo(x) }
where B is a Brownian Bridge.
I want you to do the following to make the comparison for 95% intervals:

(a) Generate a sample of size 20 from the Uniform[0,1] distribution.
Plot, on one graph, the 3 intervals above, excluding the Brownian
Bridge method, along with the true cdf F' for x running from 0 to
1.

All the graphs to be drawn are step functions. Some
people present graphs which are not flat between data
points. This happens if you use the true value of F(z) in
the interval; I am not totally certain what other tactics
lead to this mistake.



(b) Generate 1000 samples of size 20 from the same distribution and
for each z in {0.1,0.2,...,0.9} estimate the pointwise coverage
probability for each procedure.

The coverage probabilities are pretty good near x = 0.5
for the two pointwise methods and poor near x = 0.1
or x = 0.9. The correct coverage probabilities for all 4
methods are symmetric in the interval [0,1]; coverage for
F(z) is the same as for F'(1 —x). It was hard to tell why
when students gave asymmetric answers.

(c) For the same samples estimate the simultaneous coverage proba-
bility of all 3 intervals for the set of 9 x values in the previous prob-
lem. Please do the same for the 99 values /100 for i = 1,2,...,99.
Attach standard errors to each of these estimates.

Then I want you to summarize in a paragraph the conclusions of the
comparisons. In making the comparisons you need to know that

P (sgp{\Bo(:ﬂ)\} > 1.358) = 0.05.

Your summary will take the form of a paragraph or two written in
ETEXin which you discuss the comparisons as if you were advising
people on which procedure to use in which circumstances.

You might like to look at the R function ecdf in case you find it useful.

It is usually difficult to mark this problem since most people
presented a graph with less information than I would need to
determine if it was really right. Next is some R code which
can be run to see that the Brownian Bridge exact tail formula
and the DKW inequality are very similar for o < 0.2.

dkw=function(a){sqrt(-log(a/2)/2)}

ks = function(x,m=10){
k=1:m
k=(2*xk-1)"2
w=pi~2/(8%x"2)



y=-outer (k,w)
sqrt (2xpi)*apply(exp(y),2,sum)/x
}

alpha = ¢(0.999,0.75,0.5,0.2,0.1,0.05,0.01,0.005,0.001)
x=dkw(alpha)
print(cbind(alpha,x,1-ks(x,m=1),1-ks(x,m=3),
1-ks(x,m=5) ,1-ks(x,m=10),1-ks(x,m=20)))

. Suppose you have a sample of size n from the uniform distribution on
[0, 0] where § > 0 is unknown.

(a) Find mean, standard error and mean squared error of two es-
timates 6: the largest observation, and twice the sample mean.
Compare the two estimators on the basis of these answers. Sup-
pose n = 4 and you observe 1,2,3, and 10. Which estimator is
definitely better and why.

The cdf of the MLE, namely 6 = max{Xy,..., X, }, is
Fy(z) =P(0 <z)=Py(X; <z,...,X, <) = P(X; <)
by independence. For 0 < z < 6 this gives
Fy(x) = (2/6)"
and the density
f3(x) =na"1/0"1(0 < z < 0).
We compute

no"

n4+r

0
Eq(07) = n/ "y [0 =
0

In particular the mean is nf/(n+1), so the bias is —6/(n-+
1) and the variance is

no?
(n+1)*(n+2)

n?/(n+2) — 6/ (n + 1 =



(b)

The MSE is

5 n 1 B 26>
0 <(n+1)2(n+2) + (n+1)2) CERCE)

The bias of 2X is 0, the variance is 6%/(3n), the SE is
the square root of that and the MSE is the same as the
variance. For the MLE get the density from part b and do
integrals to compute the mean, variance, bias, and MSE.
This estimator has smaller MSE. For the particular data
set I ask about we have

2X =8 < f=max{X,,....,X,} =10< 0

so the MLE is better for sure because it is definitely closer
to the target. (It also has much smaller MSE than 2.X.)

Find the cumulative distribution function and the density of the
largest observation by writing the event that the largest observa-
tion is less than or equal to x as an intersection of n independent
events. (Be sure to be explicit about this step.)

This is done in a).

Use setseed(1943) to generate a sample of size 50 from this
distribution with 6 = 10. Then generate 500 bootstrap samples.
For 7 from 1 to 500 let ¢ be the maximum of the ith bootstrap
sample. Plot a histogram of these 500 values using prob=TRUE
and superimpose a graph of the true density of 6. Is the density
well approximated by the histogram?

How the histogram looks depends on the width of the in-
tervals you use to draw it. When I did this I got only
6 different values of the maximum among the 500 boot-
strap samples. Of these 304 were 9.967, 126 were 9.650,
40 were 9.600, 22 were 9.381, 5 were 9.311, and 3 were
9.286. So you see the bootstrap distribution is almost en-
tirely supported on only 6 possible values. In general this
discret distribution is not at all a good approximation of
the true density.



(d) Show that Py(0 = 0) = Py( = O(F)) = 0 and compare this to

A~

lim P(0* = max Xy,..., X,|X1,...,X,)

n—oo

= lim P(6* = 0(F,))|X1,...,X,).

n—oo

In part a) you saw that 0 has a continuous distribution so
the chance it is any single prcise value, like 6, is 0. The
other probality is 1 minus the chance that all n draws
from a group oof 50 are less than the maximum X value.
The chance an individual draw is less than the max is
1 — 1/n. The chance that this happens all n times is
(1 —1/n)™ so the chance indicated is

\" 1
l1-|1-——) —1—-e =0.632

n

3. If S(t) is a random variable for each t € [0,1] we call S a stochas-
tic process (the term has much broader application than this). The
Covariance function of S is

ps(s,t) = Cov(S(s), S(t)).

Find the covariance function for Fn(x) The answer will involve the
true distribution function F'.

We have
R 1 . 1
F, = — 1(X; < d F,(y) = — 1(X, <
()= 5 A <) and £ () = 2 30105 <)
Then

Cov(Eu(e), Ealy) = =5 3 37 Cov(1(X: < 2),10X; < ).

For i # j the two indicators are independent so the covari-
ance is 0. Only terms with ¢ = j are not 0. There are n such
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terms, all equal, because the Xs are identically distributed.
So
1

COV(Fn(x), Fn(y)) = ﬁCov(l(Xl <), 1(X; <y)).

Finally
Cov(1(X1 < ), 1(X; < ) = B1(X; < 2)1(X; <)) — E(1(X; < 2))B(X; < y)

E(1(X; < min{z,y})) - F(2)
F(min{z,y}) — F(z)F(y).

=
S

So
Cov(Fy(x), Fu(y)) = n~ (F(min{z, y}) — F(2)F(y)).

4. If a < b then 0 = T(F) = F(b) — F(a) is a statistical functional. Find
the standard error and plug-in estimated standard error of the plug-in
estimate

0=T(F,).

Use this to derive an approximate level 1 — « confidence interval for 6.

In fact 1
so that né is Binomial(n, #). The variance is 6(1 — 0)/n, the

SE is the square root of that and the estimated SE replaces
0 with 6. The interval is

0+ Za /2 6(1—6)/n

5. From the text Chapter 8 # 4, p 117. In addition please look back at
my results in the notes with n = 5 and compute the exact distribution
of the pivots. I suggest a graph of the probabilities of each of the 126
values of the statistic against the value. (Some values involve division
by 0 and may be omitted from the graphs.)



It seems everyone knew how to do or look up the counting
argument — make a line of n balls and n — 1 dividers. The
number given is the number of ways to pick the n places for
the balls. The arrangment of the balls and dividers corre-
sponds to a bootstrap samples. The number of balls before
the first divider is the number of copies of X; in the sample.
The number of balls between the first and second dividers is
the number of copies of X5 and so on. For the data given in
the notes there are 126 possible different samples. For each
sample [ wanted you to work out the value of the test statistic
and the probability of getting that bootstrap sample. So for
instance the sample (X7, X7, X3, X5, X5) is one of the 126.
It has probability 57° times the number of ways to choose 2
places to put X; then 1 place to put X3 and finally 2 places
to put X5. For a sample of n; copies of X; the probability is a
multinomial coefficient 5 choose ny, ..., ns; divided by 3125.
I hoped for a graph with a spike of this height underneath
the corresponding value of the pivot.

If you draw a sample of size 5 with replacement from the
numbers 1 to 5 and call the results I4,..., I5 then you can
think of X as X;,. There are then 5° = 3125 possible values
for the list Iy,...,I5. Each has probability 1/3125. So one
way to do this problem is to write a little program to loop
through all 3125 cases, and compute the statistics. Then
find unique values and add up all the probabilities. Here is
R code.

x= ¢(0.9575,0.4950,0.1080,0.9359,0.6326)
xb=mean (x)
val=rep(0,575)
ns=0
for(i in 1:5){
for(j in 1:5){
for(k in 1:5){
for(l in 1:5){
for(m in 1:5){
xst =c(x[i],x[j],x[k],x[1],x[m])
ns=ns+1



val[ns] = mean(xst)-xb
}
}
}
}
}
vuniq = sort(unique(val))
probability = rep(0.0,length(vuniq))
count=0
for(j in 1:3125){
for (i in 1:length(vuniq)){
if(vall[j] == vuniq[i]){
probability[i]=probability[i]+1.0/3125.0
count=count+1
}
}

+
probability = probability/3125.0
plot(vuniq,probability, type=’h’,xlab="Statistic",ylab="Probability")

*

6. Suppose we have a sample X, ..., X, and a bootstrap sample X7, ..., X}.
Find the bootstrap expected value and standard deviation of the boot-
strap mean. That is find

E(X*|X,,...,X,)

and

VVar(X*| Xy, ..., X,).

The key point is that given Xi,..., X, the X are an iid
sample with

1
o

P(X;=X,|Xy,...,X,) =



This makes
*\T 1 r
B(X)) X1, X)) ==Y X]

E(X7|X.,..., X)) =X
Var(X Xy, ..., X,) = — X, — X)?
ar( ’L‘ 1 ) ) TLZ( )

It follows that
E(X*X,...,X;) =X
_ 1 _
Var(X*|X1,..., X)) = = Y (X — X)”

Taking expectations of the first gives
E(X*) = E(X))

Then use Var(U) = E(Var(U|V)) + Var(E(U|V)) to get

(n —1)Var(X;) N Var(Xl)‘

n? n

Var(X*) =
Simplification is possible.

7. Suppose we have a sample X, ..., X,, and a bootstrap sample X7, ldots, X.
Find the bootstrap expected value and standard deviation of the boot-
strap mean. That is find

B(X*|X,, ..., X,)

and

VVar(X*| Xy, ..., X,).

The key point is that given Xi,..., X, the X/ are an iid
sample with

1
P(X! = X1 X0, Xa) = .
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This makes, for any power r,

1
E(X))"X:,...,X,) =— X7
(( z)‘ 1, ) ) nz i
E(X!|X1, ..., X)) = X
1 _
Var( X' X;,....X,) = — X; — X)?
ar( z‘ 1, 9 ) TLZ( )

We have used the first formula with » = 1, r = 2. It follows
that
B(X*|Xy,...,X;) =X

J

_ 1 _
Var(X*[ Xy, Xj) = — D (X - X)?

7

The above two formulas are the answer to the question. They
are statistics. But these statistics have means —which are
parameters. Taking expectations of the first formula gives

E(X*) = E(X))

Then use Var(U) = E(Var(U|V)) + Var(E(U|V)) to get

(n — 1)Var(X,) N Var(Xl)'

2

Var(X*) =

n n

Simplification is possible.

11



