
STAT 830

Problems: Assignment 3

1. I have talked about non-parametric estimation of E(Y |X = x) in the
videos. In this problem I want you to work on the somewhat simpler
case of density estimation. The point of the problem is to discover
roughly how wide the histogram bins should be to make the MSE as
small as possible. Imagine we want to estimate the density of the
heights of the “Mothers” in Pearson-Lee data. We might use

f̂(x, ǫ) =

∑n
i=1 1(x − ǫ ≤ Xi ≤ x + ǫ)

2nǫ

where the data, the heights of the mothers, are X1, . . . , Xn.

(a) Give a formula for the mean and variance of this estimator. The
answer will depend on n, ǫ, the true cdf F and its density f .

The mean is

F (x + ǫ) − F (x − ǫ)

2nǫ
≡ p

2nǫ

where p is just shorthand for the probability in the nu-
merator. So the bias is

F (x + ǫ) − F (x − ǫ)

2nǫ
− f(x)

The estimator is a average of n Bernoulli(p) variables di-
vided by 2ǫ so its variance is

p(1 − p

4nǫ2
.

(b) If f is the N(µ, σ2) density with say µ = 65 and σ = 2.5 plot the
bias of this estimator over the range 58 to 72 for ǫ = 1 and for
ǫ = 0.1.

For the bias you just need to use pnorm and dnorm in R.
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(c) In the rest of this question stick to the example in part b. Imagine
that you want to get approximate behaviour of this estimator by
choosing a sequence ǫn = n−α. Use Maple or similar program to
compute a Taylor expansion of the mean in part a in terms of ǫ.
Use this expansion to determine all values of α for which the bias
converges to 0.

The main thing is to start with the Taylor expansion of
F (x + ǫ) around ǫ = 0:

F (x+ǫ) = F (x)+ǫf(x)+
ǫ2

2
f ′(x)+

ǫ2

3!
f ′′(x)+

ǫ4

4!
f (3)(x)+

ǫ5

5!
f (3)(x)+O(ǫ6)

The expansion for F (x − ǫ) is the same but the sign of ǫ
changes – so even powers are unchanged and odd powers
have opposite signs. Subtracting these two expansions I
get

F (x+ǫ)−F (x−ǫ) = 2ǫf(x)+2
ǫ3

6
f (3) +2

ǫ5

120
f (5) +O(ǫ7).

Now divide by 2ǫ and subtract f(x) to get the expansion
for the bias:

ǫ2

6
+

ǫ4

120
+ O(ǫ6).

This goes to 0 as long as ǫn → 0 which requires α > 0.

(d) Simlarly use a Taylor expansion of the variance and discover those
α for which the variance converges to 0.

The variance is
p(1 − p)

4n1−2α

and p itself has the form
∫ x+ǫ

x−epsilon

f(u) du = 2ǫf(x) + 4ǫ3/3!f ′′(x) = O(ǫ5)

So the leading term in the variance is

f(x)

2n1−α

which goes to 0 for α < 1.
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(e) Are there any α for which both converge to 0?

They both converge to 0 if 0 < α < 1. For α ≥ 1 the
number of points in the interval of length 2ǫ does not go
to ∞ and this keeps the variance of the mean from going
to 0. For α ≤ 0 the bias doesn’t go to 0.

(f) Is there a value of α for which the bias divided by the standard
deviation has a limit? If so what is that limit and what is that α?

The leading term in the bias is

f (2)(x)

6
n−2α

while the leading term in the SD is
√

f(x)/2n−(1−α)/2

The ratio bias over SD is
√

2f (2)(x)
√

f(x)
n−2α+1/2−α/2

which has a limit other than 0 or ∞ if

5α

2
=

1

2

That is, α = 1/5. For this α the bias and the SD are both
proportional to n−2/5 which is somewhat larger than the
parametric rate n−1/2.
Notice that there are constants of proportionality in the
leading term that a data analyst won’t know.

2. Suppose {Xij ; j = 1, . . . , ni; i = 1, . . . , p} are independent N(µi, σ
2)

random variables. (This is the usual set-up for the one-way layout.)

(a) Find the MLE’s for µi, σ, and σ2.

The log likelihood is

−
∑

i

∑ni

j=1(Xij − µi)
2

2σ2
−

∑

i

ni log(σ)
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The µi component of the score is
∑ni

j=1(Xij − µi)

σ2

The σ component of the score is
∑

i

∑ni

j=1(Xij − µi)
2

σ3
−

∑

i

ni

σ

Setting the µi component of the score to 0 gives the root

µ̂i = X̄i· ≡
∑

j

Xij/ni.

Then the root of the σ equation is

σ̂2 =

∑

i

∑

j(Xij − X̄i·)
2

∑

i ni
.

Of course the mle of σ is the square root of this. The Hessian,

evaluated at these roots is a (p+1)×(p+1) diagonal matrix whose

first p diagonal entries are −ni/σ̂
2 the diagonal. The remaining

diagonal entry is

−2

∑

i ni

σ̂2

Since all the diagonal entries are negative the Hessian has all neg-

ative eigenvalues and we have found a maximum of the log likeli-

hood.

(b) Find the expectations and variances of these estimators.

The MLE of µi is a sample mean which has expected value
µi (it is unbiased) and variance σ2/ni. The estimate of
σ2 is an error sum of squares divided by the total sample
size. The numerator is really the sum of ni − 1 times the
sample variance in the ith group so

∑

j(Xij − X̄i·)
2

σ2

has a χ2 distribution on ni − 1 degrees of freedom. Its
mean is then ni−1 and its variance is 2(ni−1). The means
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of these terms add up and since they are independent so
do the variances. So

E(σ̂2) =

∑

ni − p
∑

ni

σ2 ≡ N − p

N
σ2,

where N =
∑

i ni, and

Var(σ̂2) = 2
N − p

(N)2 σ4.

You weren’t asked to do the next bit! It is also possible
to find the mean and variance of σ̂ (as opposed to those
of σ̂2)as follows. For each cell Wi ≡

∑

j(Xij − X̄i)
2/σ2

has a χ2
ni−1 distribution. So

W ≡ Nσ̂2/σ2 ∼ χ2
N−p

Then

E(
√

W ) = Γ−1(α)

∫

∞

0

x1/2(x/2)α−1 exp(−x/2)dx/2

where α = (N − p)/2. Put y = x/2 in this integral to get

E(
√

W ) = 21/2Γ(α + 1/2)/Γ(α)

so that

E(σ̂) = σ21/2Γ(α + 1/2)/{
√

NΓ(α)}

Since
Var(σ̂) = E(σ̂2) − E2(σ̂)

you can assemble the above calculations to get the vari-
ance. Note that

Var(σ̂2) =
2(N − p)

N2
σ4

because the variance of a chi-squared is twice its degrees
of freedom.
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3. Let Ti be the error sum of squares in the ith cell in the previous ques-
tion. In this question you may assume that

Ti

σ2
=

∑ni

j=1(Xij − X̄i·)
2

σ2

has a χ2 distribution with ni − 1 degrees of freedom.

(a) Find the best estimate of σ2 of the form
∑p

1 aiTi in the sense of
mean squared error. That is, find the constants ai which minimize
the mean squared error.

The mean of the sum is

∑

ai(ni − 1)σ2

and the variance is

2
∑

a2
i (ni − 1)σ4.

The mean squared error is

σ4

(

2
∑

a2
i (ni − 1) +

{

∑

ai(ni − 1) − 1
}2

)

.

Take the derivative with respect so say aj to get

4aj(nj − 1) + 2(nj − 1)
{

∑

ai(ni − 1) − 1
}

= 0.

We learn that

aj = −1

2

{

∑

ai(ni − 1) − 1
}

so that all aj are the same quantity, say c. But then

c = −1

2

{

∑

c(ni − 1) − 1
}

so

c

(

1 +

∑

ni − p

2

)

=
1

2
.
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Thus

aj =
1

∑

ni − p + 2

and the optimal estimate, in terms of mean squared error is

∑

Ti
∑

ni − p + 2

Compare this to the next case.

(b) Do the same under the condition that the estimator must be un-
biased.

We must minimize
∑

a2
i (ni − 1)

subject to the constraint

∑

ai(ni − 1) = 1.

Using Lagrange multipliers we consider for each λ the problem of

minimzing
∑

a2
i (ni − 1) − λ

∑

ai(ni − 1).

Take the derivative with respect so say aj to get

2aj(nj − 1) − λ(nj − 1) = 0.

This requires each aj = λ/2. For these values we find

∑

aj(nj − 1) = λ(
∑

nj − p)/2

which is 1 only if λ/2 = 1/(
∑

(nj − 1) − p). So the estimate

required is
∑

Ti
∑

ni − p

This is the usual unbiased estimate — error sum of squares divided

by degrees of freedom.

(c) Find the joint density of the Ti.
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Start from the fact that

Ti

σ2

has a χ2 distribution with ni − 1 degrees of freedom. So
the cdf of Ti is

Fi(x) = P (Ti ≤ x) = P (Ti/σ
2 ≤ x/σ2) = Gn1−1(x/σ2).

Here Gν is the cdf of a χ2 variate on ν df. So the density
of Ti is

g(x/σ2)/σ2.

The χ2 density is

gν(x) =
1

2Γ(ν/2)

(x

2

)
ν

2
−1

exp(−x/2).

The density of Ti is

fi(x) =
1

2Γ((ni − 1)/2)

( x

2σ2

)

ni−1

2
−1

exp
{

−x/(2σ2)
}

.

The joint density is just the product of all these.

(d) If only T1, . . . Tp are observed what is the MLE of σ? It is a fact
which you may assume that the Ti are independent.

The log-likelihood is, ignoring terms which don’t contain
σ,

ℓ(σ) = −
∑

i

(ni − 1) log(σ) −
∑

i Ti

2σ2
.

It is then easy to check that the MLE is

σ̂2 =

∑

i Ti
∑

i ni − p
.

Notice the unbiased estimator.

4. In question 2 take ni = 2 for all i and let p → ∞. What is the limit of
the MLE of σ? Hint: find the mean and variance of the mle of σ2; you
found these two problems ago. Use Chebyshev’s inequality or the law
of large numbers; if you do the latter do it carefully.
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In this case the mean of σ̂2 is σ2/2. The variance from ques-
tion 3 above goes to 0 so the limit in probability is σ2/2 which
is not the correct answer! The MLE is NOT consistent in this
problem. But the bias corrected estimate is consistent.

5. Suppose that Y1, . . . , Yn are independent random variables and that
x1, . . . , xn are the corresponding values of some covariate. Suppose
that the density of Yi is

f(yi) = exp (−yi exp(−α − βxi) − α − βxi) 1(yi > 0)

where α, and β are unknown parameters.

(a) Find the log-likelihood, the score function and the Fisher infor-
mation.

The log-likelihood is

ℓ(α, β) = −
∑

[Yi exp(−α − βxi) − α − βxi]

The score function has components

Uα(α, β) =
∑

[Yi exp(−α − βxi) − 1]

and

Uβ(α, β) =
∑

[xiYi exp(−α − βxi) − xi]

The Fisher information matrix is

I =

[

n
∑

xi
∑

xi

∑

x2
i

]

(b) For the following data set fit the model and produce a contour
plot of the log-likelihood surface, the profile likelihood for β and
an approximate 95% confidence interval for β.
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xi Yi xi Yi

-0.59 0.694 0.31 0.009
0.28 0.408 -0.45 0.032
-1.08 1.330 1.23 0.057
0.79 0.266 -1.71 1.530
-0.15 0.111 0.43 0.152
0.50 0.382 -0.61 0.358
0.54 0.165 0.60 0.214
-1.05 2.766 0.68 0.375
0.66 0.103 0.92 0.193
0.40 0.309 1.50 0.245

I made some plots as examples. People computed the log-likelihood

surface and used contour in R to produce the contour plot. Some

years I have not been happy with the graphs. In general graduate

students need to produce professional graphs; in fact it might be

worth saying that graduate students need to see themselves as pro-

fessionals – professional statisticians or professional actuaries in

our department. Axes must be labelled and graphs need informa-

tive captions. The quantity 2(ℓ(θ̂) − ℓ(θ)) has an approximate χ2
2

distribution so relevant contour levels are at heights which differ

by no more about χ2
1,0.95/2 ≈ 3.84 from the maximum of the log

likelihood. My contour plot is in Figure 1.

Sometimes people do not plot the profile likelihood and a number

of others imagine that they just fixed α at its value at the MLE of

α, β. But to profile out α you fix a β and maximize the likelihood

with respect to α. This gives

α̂(β) = log
(

∑

yie
−βxi/n

)

and the profile log-likelihood for β is

ℓ(α̂(β), β) = −n + nα̂(β) + β
∑

xi.

My plot of the profile log-likelihood is in Figure 2. It is produced

with this R code
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Figure 1: Contours of the log likelihood surface for Assignment 3, Question
4. The approximate confidence levels of the contours are 7%, 66%, 87%,
95%, 98% and 99.4%.
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Figure 2: The profile log-likelihood for β for Assignment 3, Question 4. It
is plotted over a range over which the drop from the maximum is about 2
which is half a χ2

1 critical value for 95%.
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