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ABSTRACT

The present paper addresses the selection-of-regressors issue into a general dis-
crimination framework. We show how this framework is useful in unifying various
procedures for selecting regressors and helpful in understanding the different strate-
gies underlying these procedures. We review selection of regressors in linear, non-
linear and nonparametric regression models. In each case we successively consider

model selection criteria and hypothesis testing procedures.



1 Introduction

This paper presents a general framework for model discrimination and its use for
selecting explanatory variables in regression models. The focus on the selection-of-
regressors issue is motivated by several considerations. On a pedagogical viewpoint,
the statistical procedures are more easily exposed in the setting of regressors choice.
This allows to focus on the main features of the approach. But, more importantly,
selecting regressors is one of the foremost issues in empirical modelling and arises in
the simplest linear model as well as in general nonparametric regression models. The
matter is even more acute in economics than in experimental sciences, as economic
theory often suggests a large collection of potential explanatory variables among
which one would like to discriminate. This motivates the large and long-standing
econometric literature focusing on this problem.

It must be first recognized that the selection-of-regressors issue can occur from
qualitatively different purposes. When an econometrician has data on a number of
potential explanatory variables, his goals may be as various as (i) the knowledge of
exactly which variables are relevant in explaining the dependent variable, (ii) the
simplification of a general complex model, (iii) the precise estimation of some pa-
rameters of interest, (iv) the predictive ability of the model or simply (v) its ease
of interpretation. More importantly, a number of economic hypotheses correspond
to particular restrictions on the initial set of regressors. In production economet-
rics, for instance, the constant returns-to-scale hypothesis is tested by assessing the
relevance of the output level in the unit cost function. Similarly, tests for equality
of coeflicients across populations or periods of time can be viewed as discriminating
between competing sets of regressors. Furthermore, it often occurs in econometrics
that some variables may be not uniquely defined, for instance income or money sup-
ply. Others are not observable and use of different proxies may be considered. In
these cases, the analyst faces different sensible sets of regressors from which he wants
to choose the most appropriate one for further analysis. Lastly, an econometrician
may be confronted with competing economic theories that lead to regression models
with different explanatory variables. For instance, keynesian and monetary theory
leads to nonnested models for explaining disposable income or unemployment rate,
see e.g. Friedman and Meiselman (1963), McAleer and McKenzie (1989).

In view of this diversity in modelling situations, flexibility must be an essential

feature of any model selection approach. The discrimination framework we adopt



covers a wide range of problems: in their monograph, Linhart and Zucchini (1986)
devote eleven chapters to various situations, from density estimation to ARIMA
models. Actually, it is difficult to think of a selection problem that cannot be ac-
comodated in this framework. Another major interest of this approach lies in its
generality. Indeed the discrimination framework unifies model choice rules based on
popular criteria and model selection tests. As we will show, it sheds light on the
most well-known selection procedures from the econometrician toolbox. Moreover, it
may help in suggesting new ones. The third notable quality of the framework is that
it leads to a better understanding of the particular strategy underlying any practi-
cal selection procedure and clarifies the implicit assumptions needed for obtaining
desirable properties.

More crucially, the discrimination approach can take into account misspecifi-
cation of the models under consideration. This is a key feature for application in
econometrics. Indeed, it is now widely recognized that an economic model (... ) is
in fact only a more or less crude approzimation to whatever might be the “true” rela-
tionships among the observed data, rather than providing an accurate description of
either the actual economic or probabilistic relationships (White, 1994). In addition,
the framework easily extends to models that depend on some infinite dimensional
parameters. Therefore it can be adapted to selection among semiparametric and
nonparametric models that are becoming popular in econometrics.

The selection of regressors issue is a perfect instance where the variety and
the richness of the discrimination approach can be exemplified. In the aim to give
an extensive picture, we expose some very popular selection procedures and others
that illustrate unusual applications of the approach. Though, it is clearly impossible
to be exhaustive. In particular, we intentionally adopt a frequentist viewpoint and
omit procedures based on Bayesian arguments, such as Schwarz’s (1978) information
criterion or Jeffreys’ posterior odds, see Zellner (1971). However, the discrimination
framework is really a decision-theoretic one, and does not seem to conflict with a
bayesian viewpoint. We also confine ourselves to i.i.d. contexts and do not cope
with time series (only in a few occasions reference is made to order determination
in autoregressive models). Finally, we mainly focus on the asymptotic properties of
the procedures and do not discuss their small sample properties or situations where
the number of candidate regressors is large with respect to the sample size. We hope
however that this review will answer some of the common questions of practitionners

and will be a useful guide for further reading.



Our review is organized as follows. In Section 2, we present a general framework
for discrimination by mean of a discrepancy. The following three sections are re-
spectively devoted to linear, nonlinear and nonparametric regression models. In each
section we consider successively model selection criteria and hypothesis testing pro-
cedures, and for the latter, we distinguish between nested and nonnested situations.
For general properties of parametric estimation methods and testing procedures, as
well as regularity conditions for their validity, the reader can refer to Newey and
McFadden (1994). We focus on two particular discrepancies, the Gauss discrepancy
and the Kullback-Leibler discrepancy, because most of the literature on regression
models’ selection uses one of these two discrepancy measures as a basis for discrim-
ination. This is not to say that they are the only usable ones, see Section 3.2.1 for
an instance of a procedure based on a different discrepancy. In Section 3, we detail
how various popular criteria and testing procedures for linear normal models can be
derived from the choice of the Gauss discrepancy. In Section 4, we deal with general
nonlinear parametric models; we first consider the Gauss discrepancy and discuss
cross-validation and bootstrap methods for deriving selection criteria; we then con-
sider the Kullback-Leibler discrepancy and derive the main selection procedures; we
also contrast the dicrimination approach with specification analysis, in particular
with respect to the comparison of nonnested models — the nonnested situation is
indeed one where the specificities of the two approaches are most apparent. In Sec-
tion 5, we consider choice of regressors in nonparametric models and we present
selection procedures based on the Gauss discrepancy. Because this literature is still
in its infancy, much cited work is still unpublished and the related bibliography is

of a more tentative nature. The Conclusion is devoted to more general comments.

2 Discrimination by mean of a discrepancy

Models The first step in the discrimination framework is to distinguish between
different concepts of models that are used in the modelling process.! At the outset,
the practitionner have some knowledge about the subject under investigation that
may imply some specific information on the observations, such as the non-negativity
of some variables, the independence of some events, ... However, it is only in excep-

tional cases that sufficient information is available to fully specify the unknown data

'Our presentation of the discrimination approach is largely inspired by Linhart and Zucchini

(1986).



generating process (hereafter DGP) which governs the observations. One can only
circumscribe a family of probability distributions including this DGP, and generally
this family cannot be appropriately used to fit the data, because either it is too
complex with respect to the available data or one does not have enough a priori
information.

Thus one has to define an approximating family of probability distributions
that will be used to fit the data, and that define the approximating model. In a
parametric setup, the approximating family is denoted by Gy, of generic element
Gy, 8 being a parameter in a subset © of RP. An approximating model is labelled
as correctly specified if it contains the unknown DGP.

The estimated model, which is the base of inferences about the economic phe-
nomenon, is an element of Gy denoted G. The value 9 generally depends on the
sample through an estimation process. For the sake of simplicity, we denote in the

same way this value and the estimator as a function from the sample to ©.

Discrepancy The second step of the approach is to choose a discrepancy function
which specifies in what sense models are close to each other. A discrepancy function
is naturally defined over a set of probability distributions.? To each pair of prob-
ability distributions, it associates a real number, which measures the dissimilarity
between these distributions. Specifically, let M be a set of probability distributions,

a discrepancy function A is such that
AG, FY>A(FF) Y(G,F)e M x M.

Without loss of generality, the discrepancy function may be chosen as nonnegative
and such that A(F, F') = 0,VF € M. However, the discrepancy function is generally
not a distance and need not be even symmetric in its arguments. Indeed, it is par-
ticularly valuable from a selection viewpoint that the discrepancy gives a directional
measure of the dissimilarity of a model with respect to a benchmark. In the dis-
crimination approach, each (approximating or estimated) model is compared to the
DGP. Therefore, the lack of fit of a particular (approximating or estimated) model
is measured by its discrepancy with the benchmark that constitutes the DGP, and
competing models are subsequently compared with respect to these values. Specif-

ically, the discrepancy measure due to approximation is defined as the minimum

?Depending of the context, the discrepancy can be defined over unconditional or conditional (to

some explanatory variables) distributions.



discrepancy between an element of the approximating family and the DGP Fg, that
is A(6%) = A(Gy«, Fp), where 8° = argmin {A(Gy, Fy) ;6 € ©}. The distribution
Glg» corresponds to the best approximating distribution for the family of distribu-
tions Gy and the discrepancy function A. The discrepancy due to approximation
can be interpreted as a loss incurred from the approximation of the unknown DGP.
It typically decreases as the complexity of the approximating family grows (with the
dimension of ). Similarly, the discrepancy measure due to estimation is A(G57 Ggr).
It is the loss due to our ignorance of #* and to data limitation and it increases with
the complexity of the approximating family. Lastly, the overall discrepancy mea-
sure is A(f) = A(G5, Fp) and gauges the loss incurred from both approximation
and estimation. In many cases, the overall discrepancy is simply the sum of the
two previous measures, but even if it is not, when the complexity of Gy increases,
the two effects — improvement of approximation and deterioration in estimation —

generally act in opposition to each other.

Strategy The choice of the discrepancy function determines which aspect of the
model is important for the practitionner.® The particular measure that serves as a
basis of comparison is driven by the goal of the selection process. One possibility is
to compare competing approximating models through their associated discrepancy
measure due to approximation A(#*). This arises in applications where we want
to select the approximating family which potentially gives the best fit, irrespective
of whether this can be achieved with a given sample, e.g. when we confront two
competing economic theories or in pilot studies to larger experiments. Another
possibility is to compare competing fitting procedures, which consist in pairs of an
approximating family and an estimation method. Because the overall discrepancy
measure A(é) heavily depends on the particular sample at hand, it may be too haz-
ardous to use it. As we usually want to favour estimated models which, on average,
result in low overall discrepancies, the selection can be based on the expected overall
discrepancy F {A(é)} 1 If the same estimation method is used in each fitting proce-
dure, we will effectively select among competing approximating families. Because of

the two competing effects previously mentioned, it can occur that in finite samples

*There may be several aspects of importance. Dealing with a multidimensional discrepancy

would be possible. However, this can result in an incomplete ordering of the models.
*The symbol E[-] denotes expectation with respect to any random event included inside the

bracket. The expectation is conditional if the discrepancy is.



the expected overall discrepancy is minimum for an approximating family that is
not correctly specified, even when such a model is among the considered ones. On
the other hand, if the fitting procedures differ only through the estimation method,

we will select among competing estimators.”

Implementation Analytical derivation of the dicrepancy measure can lead to
insurmountable difficulties in some situations, and even if we obtain such an expres-
sion, it will still depend on unknown parameters from the DGP and will have to
be estimated. For implementation of the procedure, we thus need an estimator of
the chosen discrepancy measure, which we call a criterion. To define this criterion,
we may rely on finite sample properties or resort to either asymptotic arguments
or resampling schemes. Though each problem requires its own method of analysis,
a usual device is to use the empirical distribution in place of the unknown Fp, so
that A(Gﬁ’ Fp) is estimated by A(G@ F,). Similarly, a natural related choice for the

estimator 6 is the so-called minimum empirical discrepancy estimator
0 = arg min {A(Gy, F,) ;0 € ©}.

However, it may happen that the computed estimator is not the minimum empirical
discrepancy estimator corresponding to the criterion used for judging lack of fit.
This arises for instance when one uses one part of the sample for estimation and

another for comparing competing models.

Criteria-based rules: parsimony and asymptotic optimality The selection
among competing models can be done by comparing the criteria corresponding to
each approximating family and selecting the model with the smallest criterion. If
criteria are consistent, this should result in choosing a model with minimum theoret-
ical discrepancy measure with probability approaching one asymptotically. However
it is likely that many models leads to this minimum. For instance, this is true for
any approximating model that includes the DGP. Therefore parsimony should be

6

introduced so as to favor models of smaller dimension.® We label as “optimal” a

model with minimum discrepancy and minimum dimension. Looking for an optimal

®This is another nice feature of this framework to include the choice of the estimation method
as well. Conversely, Eubank (1988, Chapter 2) includes variable selection into a general framework

primarily designed for choosing between estimators.
In a parametric setup, the dimension of an approximating model Gy is usually the one of ©.

For selection of regressors, this is the dimension of the regressors’ set.



model usually highly reduces the number of potential candidates, though it may
not be unique. Asymptotic optimality (or consistency) of the selection rule will be
reached if the procedure select an optimal model with probability approaching one
asymptotically. Now consistency of the criterion is generally not sufficient to obtain
consitency of the procedure, so that this asymptotic optimality must be studied on

its own.

Discrimination tests Alternatively, if the (finite-sample or asymptotic) distri-
bution of the criteria can be derived, it is possible to take into account the sample
variability of the criteria. For comparing two approximating models Gg, and Gy, ,

the null hypothesis tested is
Ho : A(67) = A(63)

against

Hy: A6 < A63)

and

Hy:t A7) > A(63).

Rejection of Hy in favor of Hy or Hs indicates which model dominates the other
according to the discrepancy measure. An important feature of this framework is
that the two competing models are treated symmetrically and that the resulting
tests are directional. Also this framework is quite general as it does not make an
explicit distinction between nested and nonnested situations. Another approach is
to take Ho U Hy (say) as the null hypothesis and H; as the alternative. This would
introduce directly an asymmetry between the two competing models, similar to the
one found in the standard Neyman-Pearson theory of testing in the nested case.
As a matter of fact, this naturally occurs in a nested situation when Gy, C Gy,
as H;y cannot occur by definition of A(6*). Were the null hypothesis not rejected,
one typically retains the smallest model. That is, when the two competing models
are equivalent with respect to the discrepancy measure, one invokes parsimony so
as to discriminate between the competing models. Similar hypotheses based on the
overall expected discrepancy can be equally considered. However, when comparing
nested models, the above remark does not hold, and in general there is no natural

asymmetry between the models.



Discrimination versus specification tests As MacKinnon (1983) points out,
while it is customary in the econometric literature to treat model selection tests and
non-nested hypothesis tests as being very closely related, and even as rival proce-
dures, that is a very misleading point of view, as they are not tailored for the same
objectives. In specification analysis, the usual null hypothesis of interest is the
correct specification of one of the models, and the models under consideration are
treated in an asymmetric way. In contrast, in the discrimination approach, the null
hypothesis is that both models approximate equally well the unknown DGP, and
the two models have a symmetric role. Moreover, discrimination tests are generally
speaking based on the properties under the DGP and do not need to assume the
correctness of any of the approximating models.”

The two type of tests can be equivalent only if the implicit null and alternative
hypotheses are indentical. This is the case when comparing two nested models Gy,
and Gy, with respect to their discrepancy due to approximation and assuming the
correctness of the general model Gg,. While the null hypothesis of the specification
test is the correctness of Gg,, the null hypothesis of the discrimination test also
reduces here to the correctness of the restricted model. Indeed, the correctness of
Gy, means that the DGP belongs to this family, i.e. A(65) = 0, so that the null
hypothesis A(67) = A(#3) is equivalent to A(f]) = 0, i.e. the correctness of Gg,. It
will be seen in our review that most populars tests for nested hypotheses are both
specification and discrimination tests. This special equivalence property, holding in
a well-known but particular situation, is certainly one of the main reasons of the
above-mentioned confusion. However, there is no general equivalence between the
two kind of tests, that typically differ in both the considered (null and alternative)

hypotheses and the maintained assumptions.

3 Selection of regressors in linear models

Let y be a (n x 1) vector of observations and X be a (n x k) matrix of rank k
containing fixed regressors including the constant term. We consider a family of
probability distributions

Model 0: y = X3 + u,

If such an assumption is done, the strategy can nevertheless be used with qualifications.



where u denote a general (n x 1) vector of i.i.d. normal residuals. The DGP is
then characterized by unknown values By and o of the parameters. Consider now
a partition of X in X, and X, with dimension p and r (= k — p) respectively. The

considered approximating models will be of the general form
y=X,6,+u.

The dimension p may vary along different approximating models, and there may also
exists many approximating models with p regressors from k, but we will use this
generic form and called such a model a p-model.® Note that the complete k-model
itself is often one of the considered competing approximating models.

The discrepancy usually considered in this setting is the Gauss discrepancy

Ag(Go, o) = Er, [yo — Ea, (yo] X,)]? -

Here yo is a (n x 1) vector generated as but independently of y, Er and Eg,
denote expectations with respect to the DGP and with respect to an element of the

2

approximating family respectively, and the notation v? means v'v.? In case of linear

approximating models, the discrepancy due to approximation is
* 2 . 2 P
Ery (g0 — X,0;] = min { Er, [yo — X,8,)" ;8, € R"}.
The expected overall discrepancy is
12
EFO {yo - Xpﬁp}

It is easily seen that X35 = P,X 3y, where P, = X,(X,X,)7' X/ is the projection
matrix on the subspace spanned by X,. The minimum empirical Gauss discrepancy
estimator of 35 is here the ordinary least-squares estimator ﬁp = (X]’?Xp)_l)(z’?y7
whose finite-sample properties are well-known. Note that there is no minimum
empirical discrepancy estimator for the residual variance 8;2 in the p-model, because

it does not play any role in the conditional expectation of y given X,,.

3.1 Criteria in linear models

Numerous procedures for selection of regressors are based on the predictive ability

of a model, measured through the in-sample mean square error of prediction

MSEP = Erlyo — X,8,]* = ag[1+ (p/n)] + (1/n) 3o’ X' M, X o, (1)

80mne can also consider more general formulations embodying linear combinations of variables.
®The vector yo is introduced to formally distinguish between the discrepancy, defined indepen-

dently from the observations, and the criteria, which rely on them.



where M, = I, — P, is the projection matrix on the subspace orthogonal to the
subspace spanned by X, (see the Appendix for derivation). The MSEP is the
expected overall discrepancy measure. It splits into a variance term (the variance of
the prediction) and a squared bias term. Choosing the model that minimizes M.SF P
does not necessarily lead to retain all pertinent variables (corresponding to a non-
zero coefficient in the DGP). It may be the case that in finite samples the MSFEP
is minimized for an incomplete model if the reduction in the prediction variance

outweighs the squared bias term due to the omission of some relevant variables.

The Predi i ri eri et us assume for a moment that the restricted p-
model is correct. Then the bias term vanishes so that an unbiased estimator of the

MSEP is
SS P

where S5, is the residual sum of squares for the estimated p-model. The Prediction
Criterion PC is found in othman ( ) oc ing ( ) and Amemiya ( ).
These authors propose to compare the value of P across the competing p-models.
It is clear from what preceeds that one assumes correctness of the p-model under
consideration to derive the criterion. Therefore the selection procedure comes to
consider each model as correct. This strategy has been labelled as by
Amemiya ( ). It is indeed really optimistic to assume that every considered

model is correct but we will see that other rules are from the same vein.

» Assuming that the DGP belongs to odel  we can derive an un-

biased estimator of the M SEP. Indeed we have

E( SS)=E( M, ) = XMX ( -) ()
E(SS)=E( M ) = ( - )

e then obtain the criterion

SS SS
Sl ()
allows criterion ( ) is a monotonic transformation of this quantity defined as
p= 95 -
with = SS ( — ). This criterion is then coherently derived from a strategy

based on the MSIEP and assuming that the DGP comes from  odel


















































































































