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Abstract

In this work, we tackle the problem of recognizing human
activities by exploring methods for incorporating the state
of the art improved dense trajectories into a deep learn-
ing framework. Specifically, we explore efficacy of several
models trained using the action tubes sampled from dense
trajectory. We performed experiments two different archi-
tectures, the first one that resembles bag of words frame-
work, and the other network that was designed to learn
deep features on the Improved dense trajectories. In the
process, we also assess the properties of the system to come
up with qualitative explanations for the kind of performance
we have observed in our experiments. We also come up
with propositions about the possible interesting directions
to proceed with in regards to this framework.

1. Introduction
Human Activity recognition is an active research area in

Computer Vision is complex due to rich, highdimensional
and highly redundant content available in videos. It has
attained a lot of progress in the past decade [8] [5] [21].
Majority of these methods use shallow local feature based
linear representations. Such an approach is limited by
representational limitation, and may tend to suboptimal
performance to typical complex action recognition tasks.

Deep learning has been successfully applied to a lot of
computer vision tasks [6] [17] [5] [2], and they perform sig-
nificantly better than these shallow representations. These
networks typically have nonlinear layers that enables them
to have an increased search space for approximating the
models, and the resulting nonlinear filter response layers
tend to be more discriminative than hand crafted features.

However, these representations require lot of training
data to learn meaningful representations, and it is compu-
tationally expensive to train them compared to the linear
models like SVM. Therefore, it is challenging to learn a
deep learning representation for videos. Therefore, there
are some approaches that finetune a deep network that was
trained on another task (object recognition, for instance).

In this work, we explore several strategies to come
up with an efficient representation for performing activity
recognition. The salient contributions of this work are:

1. Experimenting two deep models, first, that was used
for emulating standard Bag of words framework, and sec-
ond, that tried to learn representation for action tubes ex-
tracted along improved dense trajectories.

2. Experimenting a finetuning a network pre-trained on
Alexnet, done on top of the action tubes to learn deep action
tube features.

3. Using alexnet layers as feature representation for per-
forming event detection/ action recognition using the filter
responses.

2. Previous work

2.1. Deep Learning Algorithms

Deep learning methods have significantly increased the
baseline numbers on a number of challenging computer vi-
sion tasks. They have been successfully applied in variety
of problems like object recognition [6], human pose estima-
tion [17], video classification [5], face recognition [2]. In
addition, models obtained fine tuning networks pretrained
on some other task has successfully performed in several
tasks like activity recognition [15], object detection [4], and
so on.
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2.2. Activity recognition

There is an extensive literature on activity recog-
nition/event detection. The earliest of approaches
involve using hand crafted features and a linear rep-
resentational model for performing action recognition
[8] [11]. In the recent past, hand crafted features ex-
tracted from dense trajectories combined with fisher
vector aggregation have achieved the state-of-the-art
performance in a number of challenging benchmarks [18].

Latest approaches that aim to tackle activity recognition
use network trained on imagenet dataset for object recog-
nition, using it as feature extractor. Each frame is resized
to the imagenet input size and filter responses of fully con-
nected layer in conjunction with fisher vector aggregation is
used as feature vector, and is used to train a linear classifier.
This method is used both for activity recognition and event
detection tasks [21] [5].

In addition, there are interesting recent approaches to ac-
tivity recognition that use LSTMs and CNN for modelling
spatialtemporal representations [9] [19].

In this work, we are mainly interested in combining the
representational advantages of deep neural network, and
dense trajectory based representations.

2.3. Event Recognition

The state of the art approaches to event detection in-
volves application of a hierarchical graphical model that ag-
gregates individual informations at higher level to represent
the interaction [7]. Such a methodology tries to implicate
the intuition about interactions as a high level aggregation
of individual actions.

Recent approaches try to solve this problem using
framelevel latent concept descriptors obtained from a pre-
trained CNN, and uses encoding techniques to aggregate
these frame level descriptors to provide a representation for
particular event [20].

3. Proposed approaches
3.1. Bag of words simulating Deep Architecture

In the first step, given a video, we extract improved
dense trajectory points, and their locations in a spatial
extent L. An illustrative visualization of these trajectory
points of a random video frame is shown in figure 1.
We randomly sample a maximum of n points from all the
trajectory points, and build action tubes of size m by m cen-
tered at these locations. In our experiments, we choose L to
be 15 (resampled as L = 5), n to be 250, and m to be 80.

We pass these samples as representative input of video to
the network shown in figure 2. As shown, this network has
three convolutional-maxpooling layers, followed by an bag

Figure 1: Visualization of Improved Dense Trajectories

of words type encoding layer, followed by two fully con-
nected layers and a softmax layer. In our experiments, we
use a maxpooling layeracross samples to be the encoding
layer, since maxpooling layer has shown success in effec-
tively subsampling a convolutional layer representation.
Sizes of convolutional filters are 5X5X32, 5X5X32, and
4X4X32, respectively. Note that this network performs
3D convolution, and computes the filter responses that is
dependent across the temporal inputs. This enables our
model to learn robust discriminative temporal relationships.

After training this convolutional network till conver-
gence threshold is reached, we use this network as feature
extractor. We use the first fully connected layer as the fea-
ture representation for the given video, and feed it to SVM
for performing activity recognition.

3.2. Deep representation for action tubes

In our second experiment, we used a deep network
architecture that is meant to learn discriminative class-
specific representation for action tubes, by training
it using action tubes, and assigning the video level
label to these action tubes. We used a similar net-
work to the first experiment for learning such a model.

Our model is shown in figure 3. It has input of size
40X40X5, followed by three convolutional layers, two
fully connected layers, and a softmax layer. The network is
trained end-to-end with video level label used as the target
label and a cross entropy loss backpropogating to beginning
of the network. For the testing phase (testing the discrimi-
native capacity of the learnt model), we used the response of
the first fully connected layer as the feature, and aggregated
the responses of all the action tubes to be used as video level
feature, fed to an SVM.
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Figure 2: Architecture of deep network inspired by bag-of-words framework

Figure 3: Architecture of deep network trained on the top of action tubes

3.3. Other approaches related to action recognition

3.3.1 Fine tuning a pretrained network

The other experiments largely involved using the Alexnet
[6] network trained for classification on imagenet.

In the first experiment, the convolutional filters of
the imagenet network were used as feature generators,
and the response of final convolutional layer was used
as representation for action tubes which was used to
generate video level feature generator, after performing
fisher encoding operation on these tubes to generate
video level feature descriptor. These features were
then used for activity classification using Linear SVM.

In the second experiment involving this model, the ac-
tion tubes were resampled to make them have three frames,
and this was fed to the network similar to the one in figure 3,
except that the convolutional layers in this network was re-
placed with the Alexnets convolutional filters, and the fully
connected layers were updated from the scratch to come up
with a representation for action tubes. Similar to the previ-
ous experiment, we used video level label for training this
network. One more important feature of this experiment
is that the inputs were presented in order (with the data

from same class being presented sequentially). This could
have had a major impact on performance of this model.

3.4. Approaches related to event recognition

After performing experiments on activity classification,
we wished to apply this approach to the event recognition
task. In this experiment, we used the dense trajectory
tubes extracted with the frame size of imagenets input
size. Each of these frames were fed to the Alexnet, and
the resulting fc7 feature map was used for generating
representation of each of the action tubes frames. After
this followed the approach analogous to the previous
approach, where fisher vector based aggregation method
was used to come up with the event level representation
from the action tube. This yielded the static features
for a given event. The dynamic feature representation
for events was constructed using the MBH descriptor.
Late fusion (after SVM training) was being applied as the
aggregation framework of these static and dynamic features.

In the second approach, an approach similar to [20]
was used to generate multiscale pyramid obtained by using
different max pooling filter size, used along with the mbh
features aggregating them using fisher vector to generate
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Table 1: Activity recognition performance using different methods evaluated on UCF-101 dataset

Experiment name Comments Kernel Best performance Justification

BoW network (250 IDTs)
Dropout used
during testing Linear 16%

Insufficient training
data present

BoW network (500 IDTs)
Dropout used
during testing Linear 27.8%

Insufficient training
data present

BoW network (pretrained on
substet of Youtube 1M)

10 epochs of pretraining and
fc layers finetuning Linear 12%

Pretraining on
ordered data

Action tubes network (UCF 101) 10 epochs of training Linear 10%
Longer time required

for convergence

Action tubes network (UCF 101) 10 epochs of training chi-squared/RBF 12.3%
Longer time required

for convergence

Action tubes network (UCF 101)
conv-layers

initialized using Alexnet chi-squared 16.6%
Supervised

pre-training inappropriate

Action tubes network (UCF 101)
conv-layers

initialized using Alexnet Linear 13%
Supervised

pre-training inappropriate

Action tubes network (UCF 101)
conv-layers

initialized using Alexnet RBF 15.5%
Supervised

pre-training inappropriate

the features for performing event detection. Note that
in contrast to frame level descriptors used in [20], these
experiments used the sampled dense trajectories in these
experiments, considering the basic idea of incorporat-
ing deep learning framework into the dense trajectories.

These are the approaches that were considered as global
representation of events. Features were sampled from all
the objects for constructing the feature representation for
events.

4. Experiments

4.1. Activity Recognition

We used the standard UCF 101 dataset for evaluation
of our model. UCF 101 contains 101 classes with 13314
videos, out of which 9537 are used for training and 3784
are used for testing. The traintest splits are three fold,
and provided by the organizers for fair comparison [16].

In our first activity recognition experiment, we ob-
tained a test accuracy of 28% on one of the splits. The
qualitative justification behind such a performance have
two appreciable reasons. First, we have only 9537 data
points in our training set, which makes it difficult for a
complex model to learn discriminative features from the
data, and therefore it tends to overfit the network on the
training data. Second, the network that we use in our
first experiment is computationally expensive to learn a
model using all the dense trajectories. Therefore, if we
sample a sparse set of dense trajectories (say, 500) we
undermine the process of training the model successfully.

To overcome the limitations due to limited training data,
we decided to pretrain this network on a subset of youtube
1M dataset [5]. We randomly sampled 20 classes out of
487 available classes, which contained approximately 20K
videos. The dense trajectory samples extracted from these
videos were subsampled and used to train the network.
After that, the fully connected layers of the network
were finetuned on the UCF 101 dataset. The resulting
performance did not show a significant improvement,
perhaps due to the ordered presentation of training data
(class by class order) to the network, and also perhaps due
to the fact that the convolutional layers were not fine tuned.
Therefore, we concluded that this model is inappropriate
one for successfully training it for activity recognition task.

4.2. Event Recognition

4.2.1 Experiments

Table 1 provides a summary of performance on UCF-
101 dataset obtained using different algorithms. As we
expect, bag of words network trained on video-level
features tend to perform better than action tube net-
work. The main reasons behind this observations are
the correct labels assigned to each training input of Bag
of words network, compared to a noisy input given to
action tubes network. As with other approaches in-
volving SVM training on top of network features, chi
squared kernel performs relatively better than other kernels.

Therefore, we moved onto the second model that basi-
cally trained a network on top of the action tubes assigned
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Table 2: Event recognition performance using different SVM kernels evaluated on VIRAT dataset

Feature Layer Kernel Best performance No. of GMM comp.
fc7 Linear 61% 4/8
fc7 RBF 61.80% 4/8
fc7 additive chi2 62% 16
fc7 chi2 61.80% 4/8

pool5- spp - (1, 2, 3) combined Linear 59% 16
pool5- spp - (1, 2, 3) combined RBF 60% 16
pool5- spp - (1, 2, 3) combined additive chi2 62.10% 16
pool5- spp - (1, 2, 3) combined chi2 64% 8

with the video level label. The rationale we provided
for using this model was that perhaps we had millions of
noisy action tubes as the training data, we could perhaps
successfully learn the intraclass action tube patterns that are
discriminative between the classes, and therefore learning a
model for action tubes. Following this idea, we sampled 4
million action tubes from all videos of the UCF 101 dataset,
and randomly shuffled these action tubes to construct the
minibatches for training the network, overcoming the
previous limitations where we presented these action tubes
in an orderly manner. After a week of training, we tested
the network by extracting the first fully connected layer of
all the action tubes for a video, and aggregated them using
fisher vector encoding to construct video descriptors. These
descriptors then were used for training an SVM classifier.
The performance was 16.6%, which was attributed to the
huge amount of noise that is present in the data, and the
resulting complication in the convergence of the network.

Following a similar suit as the previous experiment, we
used alexnet to fix the parameters of the convolutional lay-
ers, and finetune the fully connected layers of the network.
The performance of this model did not show a great deal of
improvement due to inappropriate pretrained alexnet model
parameters used for activity recognition task.

4.2.2 Datasets

For performing the experiments on the event recogni-
tion, we used the standard event recognition benchmarks,
the VIRAT dataset [12], and the UT interaction dataset [14].

VIRAT dataset contains 8 hours of several human
- human/ human - object interactions, with somewhat
accurate annotations of objects, events, and object - event
correspondences in these videos. There are totally 12
type of interactions. In our experiments, we performed
scene dependent event recognition and used ground truth
annotations. We used half of the events for training
our model, and the rest half for testing our model [12].

The UT interaction dataset consists of 6 person - per-
son interactions happening in different background settings,
with the video segmentations provided for different actions.
There are totally 120 events in this dataset. As per the rec-
ommendations provided by the website, we used 85 percent
of the events for training our model, and the rest as test data
[14].

4.2.3 Experiments

Similar to some of the experiments performed on
activity recognition, we also tested the event classi-
fication algorithm using the approach using alexnet.

Table 2 provides the performance chart of combinations
of different layer features extracted on alexnet on top of
action tubes, SVM kernels, and the number of GMM
components at which that performance was obtained. We
observed that the sppnet style fc5 features extracted on top
of dense trajectory tubes used as feature vectors after fisher
vector aggregation yielded 64 percent recognition accuracy
on scene dependent settings. This performance could have
been pushed further had we used a hierarchical model
from individual object level features to event level features.

Further, we went on testing this global model
on UT interaction dataset, where we observed
the global model to yield a performance of 40%.

Therefore, towards our end attempts, we decided to
adopt a hierarchical model using deep learning archi-
tecture mimicking the one using conditional random
fields. For this experiment, we used UT interaction dataset.

For detecting the persons in UT Interaction
dataset, we used the standard DPM [3] model trained
on INRIA person dataset [1] for detecting peo-
ple in the video. For tracking these people, we
used incremental visual tracking [13] (a single tar-
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get tracker) to track multiple persons independently.

After detecting people, we construct fc7 features learnt
on top of improved dense trajectories. We tested these in-
dividual features by assigning them the event level label,
and the performance was close to random performance, as
expected.

5. Conclusion
In this work, we explored different techniques to in-

corporate or learn deep learning representations in the im-
proved dense trajectory framework, that would outperform
the hand crafted features. We came up with different ideas
for training a deep representation on top of improved dense
trajectories. We also tried to make use of deep represen-
tations pretrained on imagenet classification tasks for ac-
tion/event recognition. We found that while the existing
methods show better performance than a random algorithm,
at the same time they need substantial modifications to suc-
cessfully employ them for handling challenging activity
recognition tasks.

6. Discussion and Future Work
In this work, we explored several models, and several

techniques to come up with a plausible representation
for event/activity recognition by incorporating deep fea-
ture learning framework in improved dense trajectories,
which is limited in representational capabilities due to
the use of hand crafted features. In the process, we faced
several challenges in coming up with a successful frame-
work that combines these two powerful representations.

Our primary and significant challenge is laid on the
computational requirement of learning a deep learning
representation on top of dense trajectory tubes. We
believe that while computing even the hand crafted
features on top of dense trajectories is computationally
expensive, learning a deep learning representation uti-
lizing all the samples is extremely a difficult task to
come up with for a robust discriminative representation.

Secondly, a very sparse sampling of improved dense
trajectories in most of our approaches. While we consider
that using dense trajectories contribute significantly to the
success of such algorithms, in contrast, we employ a very
sparse approach in many of our methods, which might have
had a major impact on the performance of our methods.

Thirdly, the use of alexnet, to model time varying
signals using crosschannel color filters my not very
appropriate choice. Probably, we have to finetune all
the layers of this network to be able to build a dis-

criminative model. These are the main challenges that
we face in constructing a unifying model that incor-
porates both dense trajectories and deep representations.

As a part of our future directions, we have to think
of other methods to unify these representations, and in
case of event recognition, we have to consider building a
model that emulates a hierarchical graphical model that uses
object/person level features at lower levels, and success-
fully aggregates them at higher levels. A practical generic
approach to handle this is to identify key trajectories or
frames, and sample from these points/frames, instead of
random sampling as it is shown to yield decent results [10].
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