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Analytical Tools

This section covers some of the basic ideas of economics and their application to environmental matters. Those of you who have already been introduced to microeconomics can treat the next few chapters as a review. For those who are seeing this material for the first time, the purpose is to develop a set of analytical tools that can be used to focus on issues of environmental quality.
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Chapter 3

Benefits and Costs, Supply and Demand

This and the next chapter contain discussions of the basic tools of microeconomics that we use in analyzing environmental impacts and policies. A key aspect of an economic approach to decision making is the evaluation of the benefits and costs of any action. Economic actions, including environmental actions, have two sides or trade-offs: on the one side they create value, and on the other side they encounter costs. We have to measure these costs and benefits and then evaluate the trade-offs that occur from every action. We look first at the question of value, later at costs.  This chapter examines private goods sold in markets that exhibit not externalities.  Starting with this simple framework introduces key concepts that will be used in subsequent chapters.
Willingness to Pay

A fundamental notion in economics is that individuals have preferences for goods and services; given a choice they can express preferences for one good over another, or one bundle of goods over another bundle. In a modern economy there are thousands of different goods and services available, so let us focus on just one of them—let’s say, organic apples. The value of this good to a person is what they are willing and able to sacrifice for it. Sacrifice what? It could be anything they have to give up to get the good, but it makes sense to talk about sacrificing generalized purchasing power. Thus, the value of a good to somebody is what they are willing to pay for it.

What determines how much a person is willing to pay to obtain some good or service, or some environmental asset? It’s partly a question of individual values. Some people are willing to sacrifice a lot to visit the Canadian Rockies, others are not. Some people are willing to pay a lot for a quiet living environment, others are not. Some people place a high value on trying to preserve the habitats of unique animal and plant species, others do not. It is obvious also that a person’s wealth affects their willingness to sacrifice; the more wealthy a person is, the better they can afford to pay for various goods and services. Willingness to pay (WTP), in other words, also reflects ability to pay.

Example: Willingness to pay for organic apples—a practical experiment

Economists can infer WTP from people’s behaviour when buying goods and services. Suppose you could sit in a grocery store and interview people in the fruit and vegetable section. You select a customer who is buying some organic apples and ask the person a series of questions:

1.
Do you have any apples with you or at home? (Assume their answer is none.)

2.
How much are you willing to pay for a kilogram of apples rather than go without? (Suppose the customer answers $4.50.1)

3.
You’ve now bought the first kilogram; how much are you willing to pay for a second unit?

4.
How much are you willing to pay for additional kilograms of apples? (Continue asking the question until the answer is zero.)

1. Each item has, of course, a posted price per unit. The consumer knows this price. What the interviewer is asking the person is to contemplate paying different prices per unit purchased. This sort of exchange occurs in markets where the buyer and seller bargain over a price and quantity.

Figure 3-1 tabulates and graphs the data.

Figure 3-1: Tabulation of Data on Willingness to Pay for Organic Apples
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A consumer’s WTP for organic apples
	Quantity
	

	Kilograms per week
	WTP

	0
	$5.00

	1
	4.50

	2
	4.00

	3
	3.50

	4
	3.00

	5
	2.50

	6
	2.00

	7
	1.50

	8
	1.00

	9
	.50

	10
	0


WTP data from $0 to $5 are shown on the left-hand side of the figure. WTP data are graphed as the height of the rectangles for each additional kilogram purchased. WTP declines as the number of units consumed increases.

The numbers in the example depict a fundamental relationship of economics: the notion of diminishing WTP.

As the number of units consumed increases, the WTP for additional units of that good normally declines.

It is not very convenient to work with diagrams that are stepped-shaped, as in Figure 3-1. If we now assume that people can consume fractions of items in addition to integer values, a smoothly shaped willingness-to-pay curve, like the one pictured in Figure 3-2, is obtained. On this smooth function we have singled out one quantity for illustrative purposes. It shows that at a quantity of four units, the willingness to pay for one more unit (the fourth) is $3 per kilogram. How much is the person’s WTP for eight units? Answer: $1 per kilogram.

A very important distinction is between total WTP and marginal WTP, since this is something we will be running into constantly in later chapters. Suppose a person is already consuming two kilograms of apples; according to the WTP curve, he would be willing to pay $3.50 for a third kilogram. This is the marginal willingness to pay, in this case, for the third kilogram.

Marginal WTP describes the additional willingness to pay of a person for one more unit of a good or service.

The marginal willingness to pay for apples is shown as the height of the rectangles in Figure 3-1, or the height of the curve in Figure 3-2 for any quantity of apples chosen.

Figure 3-2: Willingness to Pay as a Smooth Function
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WTP data from Figure 3-1 are converted to a smooth linear function by allowing the consumer to buy fractions of units. Total WTP is also shown for 4 kilograms of apples. It is the sum of areas a plus b.

Total WTP for a given consumption level refers to the total amount a person would be willing to pay to attain that consumption level rather than go without the good entirely.

Total WTP is measured as the area under the WTP schedule from zero to the amount to be consumed. The example below shows how total WTP is calculated.

Example: Computing total WTP for organic apples

Assume the person is consuming four kilograms of apples per week (that’s a lot of apples!).

Calculate total WTP from the bar graph in Figure 3-1. Total WTP is the sum of the heights of the rectangles between the origin and 4 kilograms.

The sum is $4.50 + $4.00 + $3.50 + $3.00 = $15.00.

Calculate total WTP in the smooth version of the willingness-to-pay function of Figure 3-2. Total WTP is the whole area under the willingness-to-pay curve from the origin up to 4 kilograms.

Use simple geometry for the calculation. Total WTP for 4 kilograms is area a plus area b.

Area a is a rectangle with height equal to $3 and length equal to 4: $3 times 4 = $12.

Area b is a triangle with height equal to $2 ($5 – $3) and base equal to 4 (4 – 0). The value of area b is [1/2 ($2 times $4)] = $4.

Area a + b = $16 = total WTP.

A question: Why are areas a plus b in Figure 3-2 a bit larger than the total WTP calculated under the bar graph in Figure 3-1? The answer is that the bar graph is an approximation of the smooth curve. Using integers and not the entire curve underestimates the total WTP. We will therefore proceed using a smooth curve.

Demand

There is another way of looking at these marginal WTP relationships. They are more familiarly known as demand curves. An individual demand curve shows the quantity of a good or service that the individual in question would demand (i.e., purchase and consume) at any particular price. The data from the figure can help provide an algebraic relationship for the demand curve. Quantity demanded declines as the price of apples rises. Let QD be the quantity demanded,  be the intercept, and  the slope of the equation. Then, the general functional relationship for a linear demand curve is:

QD =  – P
The intercept can be found from Figures 3-1 or 3-2 by finding the price at which quantity demanded goes to zero. Let QD = 0 and rearrange to solve for P.  The price is $5, which thus equals (/(. The slope of this equation is the change in quantity demanded divided by the change in price. Looking at the data in Figure 3-1, we see that for each unit increase in quantity the price drops by 50 cents. Our slope (() is therefore –2. The apple demand function is therefore QD = 10 – 2P. However, the apple demand curve as conventionally graphed in economics (the smooth curve in Figure 3-2) has price on the vertical axis and quantity demanded on the horizontal. This means that we solve QD = ( – (P in terms of P rather than QD. This is called an inverse demand curve and the general functional relationship is

P = / – (1/QD
Substituting in the values for ( and ( into the apple equation yields P = 5 – .5QD. This is the equation that is graphed in Figure 3-2.

The apple demand curve is linear, but in practice it could be non-linear. A linear (straight-line) demand relationship implies a uniform change in the quantity demanded as the price of the good changes. For many goods, however, this is unlikely to be true. Consider water, for example. At low prices and high rates of consumption, studies have shown that relatively small increases in price will lead to substantial reductions in quantity demanded. At high prices and low quantity demanded, price increases have a much smaller effect; they produce much smaller reductions in quantity demanded. What this yields is a demand relationship that is convex to the origin; one that is relatively flat at low prices and steep at higher prices. Figure 3-3 illustrates a demand curve for water.

Figure 3-3: The Demand Curve for Water
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A non-linear demand curve shows how small increases in price can lead to large reductions in water used when prices start at low levels. An increase in price from $10 to $20 per cubic metre will lower water used from 400 to 200 cubic metres. But a further increase of $10, from $20 to $30, will reduce consumption by only 50 cubic metres, from 200 to 150.

Aggregate Demand/Willingness to Pay

An individual’s demand/marginal WTP curve for a good or service is a way of summarizing their personal consumption attitudes and capabilities for that good. Relationships should differ somewhat among individuals, because individual tastes and preferences vary. Some individuals are willing to pay more for a given item than are other people. People with high incomes have more to spend on goods and services. When examining real-world issues of environmental quality and pollution-control policy, economists normally focus their attention on the behaviour of groups of people rather than single individuals. It is the total, or aggregate, demand/marginal willingness to pay of defined groups of people that is of major interest.

An aggregate demand curve for a market good is the horizontal summation of the demand curves of all the people typically grouped by geographical region (e.g., a city, province, or country).

Figure 3-4 illustrates how the aggregate demand curve is derived for organic apples. Suppose there are only two consumers, Alice and Bruce. These two people are representative of different types of consumers in Vancouver. Alice really likes organic apples, while Bruce is not so keen on them; he might be just as happy with non-organic apples. Alice has a demand curve identical to that in Figure 3-2. Bruce’s demand curve has a steeper slope than Alice’s, indicating his different tastes.

The principle of aggregating the demand curves of individuals is to pick a price, then add up the quantities demanded. This process is shown in Figure 3-4. When the price of apples is $3, market demand is 6 kilograms of apples. We can do the same type of calculation for other prices. Let the price be $1. Alice would buy 8 kilograms and Bruce would buy 4, for a total of 12 kilograms. Repeating this for all possible prices yields the aggregate demand curve shown in panel (c). Table 3-1 presents the demand data for Alice, Bruce, and their aggregate demand. In a real market, we could of course have many more individual demand curves to aggregate. The principle remains the same: for each price, add up the quantities each consumer wishes to purchase.

Figure 3-4: Aggregating Demand Curves for Organic Apples
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Demand curves for two different consumers are shown. Alice’s demand curve in panel (a) indicates that she is fond of organic apples; Bruce, shown in panel (b), is less so. Bruce’s demand curve has a steeper slope, indicating that he is willing to buy fewer apples than Alice for each price below $5 per kilogram. An aggregate demand curve for apples is derived by summing the quantities of apples Alice and Bruce would like to purchase for each price per unit of apples. At a price of $3 per kilogram, Alice will buy four kilograms and Bruce will buy two, for a total of six kilograms. If the price is $1 per kilogram, the sum of their demand is 12 kilograms.

Table 3-1: Derivation of the Aggregate Demand for Organic Apples
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Aggregate demand is the horizontal sum of two representative consumers’ individual demand curves.

Aggregating Individual Demand Curves: Algebraic Solution

As Table 3-1 indicates, the aggregate demand curve can be derived by “adding up” Alice’s and Bruce’s individual demand curves.

Alice’s demand for organic apples: QD = 10 – 2P
Bruce’s demand for organic apples: QD = 5 – P

Aggregate demand: QD = 15 – 3P
The inverse-demand aggregate demand curve is P = 5 – QD/3. This equation is what is graphed in panel (c) of Figure 3-4.

Benefits

The word benefits clearly implies being made better off; if someone is benefited by something, their position is improved. Conversely, if they are made worse off, it must be because benefits were somehow taken away from them. How do we confer benefits on somebody? By giving them something they value. How do we know that they value something? By the fact that they are willing to sacrifice, or are willing to pay, for that something. According to this logic, then, the benefits that people get from something are equal to the amount they are willing to pay for that thing.

The logic behind this definition of benefits is quite strong. It means we can use ordinary demand curves to determine the benefits of making various things available to people. For example, in Figure 3-5 there are two demand curves shown, and on the horizontal axis two quantity levels are also indicated. Suppose we wish to estimate the total benefits to the two groups of people whose aggregate demand curves these are, by increasing the availability of this item from quantity q1 to quantity q2. According to our previous thinking, benefits are measured by willingness to pay, and we know that total WTP is measured by areas under the demand curve—in this case the area under the demand curves between quantity q1 and quantity q2. So, for the lower demand curve (D2) the benefits of such an increase in availability are equal to an amount shown by area b, while benefits in the case of the higher demand curve (D1) are equal to the total area a + b.

The logic of this seems reasonable. The people with demand curve D1 must place a greater value on this item; they are willing to pay more for it than are the people with demand curve D2. This is the fundamental logic underlying much of environmental economics. It underlies, for example, questions of how we place a value on the damage done to people when the natural environment surrounding them is degraded. It underlies the question of how we evaluate the impacts of environmental programs and policies undertaken by local, provincial, and federal governments. This is its strength: the fact that it is based on a clear notion of the value that people place on different things.

But the idea has shortcomings. For one thing, demand (and therefore benefits) is often very hard to measure when it concerns environmental questions, as Chapter 7 demonstrates. Demand curves are also critically affected by the ability to pay for something, as well as preferences. In Figure 3-5, for example, the lower demand curve could represent a group of people with lower incomes than those with the higher demand curve. The logic of our argument would lead us to conclude that the increase in quantity of q2 – q1 would produce benefits that the lower-income people value less than do the higher-income people. This is not necessarily the case. The poorer people may have a very high marginal utility from the good, perhaps even higher than that of the richer people, but they cannot translate those values into WTP because of their lower ability to pay. Remember that income is a determinant of the location of a demand curve. Thus, while the logic of the concept is clear we have to be careful in using it, especially when we are dealing with groups of people with varying income levels.

Figure 3-5: Total Benefits and Total WTP

[image: image8.jpg]



Total benefits are measured by total willingness to pay. Total WTP is the area under a demand curve. To measure the total benefit of increasing quantity from q1 to q2, the area under D1 is area a plus area b; under D2, it is area b. Those who value the good are willing to pay more for it and receive greater benefit from the increase in quantity.

One other possible problem exists in using conventional demand curves to measure benefits. An individual’s demand for something is clearly affected by how much they know about it; a person would not be willing to pay for a good if, for example, they were ignorant of its very existence. We don’t fully understand many of the impacts that environmental degradation is having; furthermore, people’s views about the importance of many of these impacts vary due to influences by the media, the scientific press, and so on. In some of these cases, we may want to be cautious about taking people’s demand curves of the moment, influenced as they are by all kinds of real and imagined factors, as true expressions of the benefits of environmental actions.

Cost

The other side of the picture is cost. Any production process requires a variety of productive inputs—labour, machinery of various descriptions, energy, raw materials, waste handling equipment, and so on. Valuation of these inputs is straightforward for a private firm operating in a market economy: they are valued according to what they cost to procure in the markets for these items. However, a broader concept of cost is required. The costs of production are what could have been produced with productive inputs had they not been used to produce the good in question. The name for this condition is opportunity cost.

Opportunity Cost

Opportunity cost is a fundamental concept in economics.

The opportunity cost of producing something consists of the maximum value of other outputs we could and would have produced had we not used the resources to produce the item in question.

The word “maximum” is in there for a reason. Productive inputs used to produce a particular good could have been used to produce a variety of other goods and services. Opportunity costs include out-of-pocket costs, but are wider than this. Some inputs that are actually used in production may not be registered as cash costs. For example, people who volunteer their time to clean up trash in parks or on roadsides have an opportunity cost: they could have been working somewhere else at that time for wages. Even more importantly, manufacturing processes may produce waste products that are pumped into the environment. These production residuals produce environmental damage, which are real opportunity costs of producing goods and services even though they do not show up as costs in a company’s profit-and-loss statement.

Opportunity costs are relevant in any situation where a decision must be made about using productive resources for one purpose rather than another. For a public agency with a given budget, the opportunity costs of a particular policy are the value of alternative policies they may have pursued. For a consumer, the opportunity cost of spending time searching for a particular item is the value of the next most valuable thing to which they may have devoted their time.

How do we measure opportunity cost? It’s not very useful to measure it in terms of the number of other physical items that could have been produced. Nor do we have enough information in most cases to be able to measure the value of the next best output that was forgone. In practice, therefore, we measure opportunity costs by the value of inputs used up in production. For this to work, we have to take care that the inputs have been correctly valued. If there are any distortions in markets, shadow prices will have to be used to measure opportunity costs. Shadow prices measure what the costs would be if markets operated perfectly. For example, volunteer labour must be valued at the going wage rate even though it is not paid in practice. If there are no markets, which may well be the case for many environmental goods, a price must be imputed. Some techniques for imputing prices are discussed in Section 2. Once all inputs have been accounted for and priced correctly, their total value may be taken as the true opportunity costs of production. This is an extremely important task for environmental economists.

Cost Curves

Cost information can be summarized with cost curves, which are geometric representations of production costs. And, just as in the case of willingness to pay, we will differentiate between marginal costs (MC) and total costs (TC) of production:

(
Marginal costs measure the amount by which total costs increase as output is increased by one unit.

(
Total costs are the costs of producing the total amount of output.

Consider the cost curves in Figure 3-6, for an apple orchard supplying organic apples to the market. The graph is laid out the same as we had earlier, with quantity on the horizontal axis and a monetary index on the vertical axis. The top panel shows marginal costs in terms of a stepped-shaped relationship. It shows that it costs $1.67 to produce the first unit of output. If the firm wants to increase output to two units it must spend an additional $2 for that second unit. The addition of a third unit would add $2.33 to total costs, and so on. Marginal cost is a symmetrical measure; it is the added costs, the amount by which total costs increase, when output is increased by one unit. It is also the cost savings if production were to decrease by one unit. Thus, the reduction in output from five to four units would reduce total costs by $3, the marginal cost of the fifth unit.

It is inconvenient to work with stepped-shaped curves, so we make the assumption that the firm can produce intermediate quantities as well as integer values. This gives us a smooth marginal cost curve, as shown in panel (b) of Figure 3-6. To facilitate calculations, our marginal cost curve is again linear.

We can use marginal cost curves to determine total costs of production. Total costs are the area under the MC curve. The example from Figure 3-6 illustrates how total costs are computed.

Figure 3-6: Marginal and Total Costs of Producing Apples
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A marginal cost curve is shown for an apple orchard. Panel (a) depicts marginal costs by the height of each bar. Panel (b) is a smooth linear function for the same data. Total costs are the area under the marginal cost curve. If five units are produced, total costs can be found by summing the bars up to the fifth unit in panel (a) or by adding areas a plus b in panel (b). Total costs for five units equal $11.67.

Example: Computing total costs from the marginal cost curve for apples

What are the total costs of producing five units of output?

1.
Using the stepped marginal cost curve, add up the area of the boxes from 0 to 5 units. First unit = $1.67, second unit = $2.00, third unit = $2.33, fourth unit = $2.67, fifth unit = $3.00. Total costs = $11.67.

2.
Using the smooth MC curve, compute the area under the curve from 0 to 5 units. This is a rectangle (area a) plus a triangle (area b). Area a has height = $1.67 and length = 5, for a total cost of $8.35. Area b has a base of 5 and height of $1.33 (3 – 1.67). The area of b is fi (5 times $1.33) = $3.32. Total cost is $11.67.

Marginal Cost and Supply, Aggregate Supply

The marginal cost of production is a key factor in determining the supply behaviour of firms in competitive circumstances. In fact, the marginal cost curve of a firm is its supply curve, showing the quantity of the good the firm would supply at different prices, assuming it can stay in business. Consider panel (a) of Figure 3-7. This is the apple orchard. Assume that the orchard is able to sell its output at a price of $2. The firm will maximize its profits by producing the quantity of output where marginal cost is equal to $2; that quantity is 2 kilograms. At any output level less than this, MC < $2, so a firm could increase its profits by increasing output. At any output level above this, $2 < MC, so a firm is actually producing items the marginal cost of which is higher than price; in this case, the firm should reduce output if it wishes to maximize its profits.

Economists typically work with supply curves of industries, as well as with those of individual firms. The marginal cost/supply curve of an industry refers to a collection of firms all producing the same output. This is the concept of aggregate supply, analogous to the concept of market or aggregate demand we discussed previously.

Figure 3-7: Deriving the Aggregate Supply Curve from Firm’s Marginal Cost Curves
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Marginal cost curves are the supply curves of each firm. The firm will always produce where price equals marginal cost to maximize profits. Panels (a) and (b) show the supply curve for two firms. Panel (c) illustrates the aggregate supply curve that is derived by summing the quantities supplied by each firm for a given price. For a price of $4 per kilogram, firm 1 will supply 8 kilograms and firm 2 will supply 2 kilograms, for an aggregate supply of 10 kilograms.

The aggregate supply curve for firms producing the same output is the horizontal summation of the individual supply curves of all the firms in the group.

Let’s assume there are two orchards. Panel (b) presents the marginal cost curve for the second orchard. Market supply is the aggregation of the marginal cost curves for each orchard. The principle is the same as with aggregation of demand curves for a private good. Choose a price, then add up the quantities supplied at that price. This is a “horizontal” summation. Panel (c) of Figure 3-7 represents the aggregate supply curve. For example, at a common price of $2, the first orchard supplies 2 units, the second supplies no units (because the price is less than the minimum it needs to produce one unit), for an aggregate supply at that price of 2 units. Complete the derivation by choosing different prices, then add up the quantity supplied by each orchard to get the aggregate supply. For example, at a price of $4, firm 1 supplies 8 units and firm 2 supplies 2 units, for an aggregate supply of 10 units.

The marginal cost curves can also be expressed algebraically. Table 3-2 shows the data for each orchard and aggregate supply.

Table 3-2: Derivation of the Aggregate Supply Curve for Organic Apples
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Marginal cost curves for two apple orchards are summed to produce the aggregate supply curve. A profit-maximizing producer will set market price equal to its marginal costs. For each price, the next columns show the quantity supplied by each producer and aggregate supply.

Algebraic Derivation of Marginal Cost Curves

From the data in Table 3-2 and the graphs presented in Figure 3-7, we can derive each firm’s marginal cost curve. The MC curve is found by expressing the supply curves in terms of price and assuming that each producer maximizes profits by setting price equal to marginal cost (as noted in the table).2
2. The supply curves in the table are inverted by solving in terms of price rather than quantity. Let the general functions for the supply curve be QS = (P – . The inverse function would be: P =  / + 1/QS. Each firm is assumed to set its price equal to marginal cost, so P = MC = ( /( + 1/QS. The aggregate supply curve comes from the horizontal summation of the individual supply curves. The aggregate MC curve is the inverse of the aggregate supply curve: QS = 4P – 6 yields aggregate MC = 3/2 + 1⁄4QS.

MC for orchard 1: MC = 4/3 + 1/3QS

MC for orchard 2: MC = 2 + QS

Aggregate MC: MC = 3/2 +1⁄4QS
Aggregate supply is generally written in terms of QS, as shown in the table:QS = 4P – 6. These equations will help set the stage for determination of market equilibrium in the next chapter.

Technology

The most important factor affecting the shapes of marginal cost functions is the technology of the production process. By technology we mean the inherent productive capabilities of the methods and machines being employed. Any modern production requires capital goods (machinery and equipment) of various types and capacities, labour inputs, operating procedures, raw materials, and so on. The quantity of output a firm can get from a given set of inputs depends on the technical and human capabilities inherent in these inputs. Even within the same industry, marginal cost curves can differ among firms. Some firms will be older than others, meaning that they will perhaps be working with older equipment that has different cost characteristics. Even for firms of the same age, different production techniques may be available; past managerial decisions may have put them in different positions in terms of marginal production costs today.

This concept of technology is vitally important in environmental economics because we rely heavily on technological change to find ways to produce goods and services with fewer environmental side effects and also to handle better the quantities of production residuals that remain. In our simple cost model, technical advancement has the effect of shifting marginal cost curves downward. Technological progress makes it possible to produce a given increase in output at a lower marginal cost. It also reduces total production cost. Consider Figure 3-8. MC1 is the firm’s marginal cost curve before a technical improvement; MC2 is the marginal cost curve after some technical improvement has been put into effect.3 The technical change, in other words, shifts the marginal cost curve downward. We can determine how much total production costs are reduced as a result of technological change. Consider output level q*. With MC1 the total cost of producing an output of q* is represented by the area a + b, while after the reduction in the marginal cost curve to MC2, the total cost of producing q* is equal to area b. Technological change reduces total cost by an amount equal to area a.

3. We have drawn the marginal cost curves as non-linear in this section and the next. This shape is representative of many real-world curves where the slope initially declines then rises again. This shape will be observed when, at low levels of output, the capacity of the plant is not fully used. Increases in output in this range will lower marginal costs as more and more of the capacity is used. Eventually marginal costs begin to rise as capacity utilization rises. More inputs have to be used to produce the additional output. The key point is that eventually the marginal cost curve must be upward sloping and may indeed become vertical to show that no more output is possible.
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Technological change does not normally happen without effort; it normally requires research and development (R&D). R&D in environmental industries is obviously an important activity to promote, and one of the criteria we will need to use to evaluate environmental policies is whether they create incentives for individuals, firms, and industries to engage in vigorous R&D programs. In very simple terms, the incentive to do R&D is the cost savings that result from the new techniques, materials, and procedures that are discovered in the effort. The cost savings shown in Figure 3-8 (area a) shows part of this incentive. These are the cost savings that would result each year, and it is the accumulation of these annual cost savings that represents the full R&D incentive.

Figure 3-8: The Impact of Technological Progress on Marginal Cost Curves
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Technological progress is shown with a downward shift of the marginal cost curve. Producing q* units with the new technology reduces total cost by an amount equal to area a.

Summary

In this chapter we have covered briefly some of the basic tools of microeconomics. Later chapters will rely heavily on these ideas, especially on the equimarginal principle and on graphs, where we will want to jump back and forth between marginal and total measures. When we begin to look at real-world problems of environmental analysis and policy design, it is easy to get swept so far into the countless details that basic economic ideas get lost. It is the fundamental economic building blocks, such as those in this chapter, that allow us to identify the primary economic characteristics of these problems and proceed to develop solutions to them.
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Analytical Problems

1.
Alvin’s demand for bottled water is given by the equation QdA = 8 – .5P. Betty’s demand function is QdB = 6 – P. Calculate Alvin and Betty’s marginal and total willingness to pay for four bottles of water and illustrate graphically.

2.
With the same equations as given in question 1, compute the aggregate demand for bottled water, assuming Alvin and Betty are the only consumers. Derive the aggregate demand curve if there were five people with Alvin’s demand curve and ten people like Betty.

3.
Derive and graph the aggregate supply curve for tennis balls, where there are three different producers whose MC curves are


A: MC = 3 + .3QS, where Q for each producer is measured in terms of 1,000 units.


B: MC = 4 + .6QS

C: MC = 1 + .1QS
4.
If the price of tennis balls is $4 per container, can each of these producers stay in business? Explain why or why not. How much will each want to produce at this price?

5.
Marginal cost curves are often not linear, as we have assumed in this chapter for simplicity. Why might this be the case? Draw a marginal cost curve for a firm that cannot increase its output beyond 500 units per month.

6.
Refer again to question 3. If a technological change shifts producer B’s marginal cost curve to that of producer C, compute B’s cost saving at an output level of two units (of 1,000).

7.
Suppose the three tennis-ball producers from question 4 merge into one company and each is now a plant within this company. Explain, using the equimarginal principle, how this company would determine how much output to produce from each plant.

Discussion Questions

1.
What happens to aggregate demand curves when consumers expect the price of the good to rise (or fall) in the future? Would this situation undermine the theory developed in the chapter?

2.
The logic of equating benefits with willingness to pay could lead us to the conclusion that cleaning the air to which low-income people are exposed would probably create fewer benefits than if it were done for high-income people. Does this undermine the idea of defining benefits as equal to willingness to pay? How should economists deal with this potential dilemma?

3.
What sorts of factors will influence the shape of marginal cost curves? Will they differ substantially within industries?

4.
Explain to a non-economist why marginal values are so important in economic analysis. How would you counter the argument of a non-economist that he or she never makes decisions based on a marginal valuation?
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